author size rank 1  category LLM:s tested evaluation  access
Hirosawa et al., [1] 82 40% vignette Bard ma Chatbox
Hirosawa et al., [2] 30 53% vignette GPT-3.5 manual Chatbox
Kanjee et al., [3] 70 39% NEIM GPT-4 manual Chatbox
Hirosawa et al., [4] 52 60% vignette GPT-4 manual Chatbox
Ueda et al., [5] 313 54% radiology GPT-4 manual Chatbox
Shea et al., [6] 6 67% vignette GPT-4 manual API
Rao et al., [7] 36 60% vignette GPT-3.5 manual Chatbox
Shikino et al., [8] 25 12% vignette GPT-4 manual Chatbox
Horiuchi et al., [9] 32 22% vignette GPT-4 manual Chatbox
Horiuchi et al., [10] 100 50% radiology GPT-4 manual Chatbox
Milad et al., [11] 422 42% ophthalmology ~ GPT-4 manual APIL
Abdullahi et al., [12] 45 47% NEIM ”Bard,GPT-3.5, GPT-4” manual Chatbox
Kikuchi et al., [13] 115 41% radiology ”GPT-3.5,GPT-4" manual Chatbox
Rios-Hoyo et al., [14] 75 22% NEIM ”GPT-3.5,GPT-4” manual Chatbox
Krusche et al., [15] 132 33% vignette GPT-4 manual Chatbox
Rau et al., [16] 50 78% vignette GPT-4 manual API
Chiu et al., [17] 104 32% NEIM ”Bard,Claude 2, GPT-4”  manual Chatbox
Barile et al., [18] 100 17% vignette GPT-3.5 manual Chatbox
Lietal, [19] 287 17% radiology ”GPT-3.5, GPT-4” manual Chatbox
Zandi et al., [20] 40 54% vignette ”GPT-4, Bard” manual Chatbox
Luk et al., [21] 81 38% NEIM ”GPT-3.5, GPT-4” manual Chatbox
Tenner et al., [22] 40 28% NEIM GPT-3.5 manual Chatbox
Savage et al., [23] 310 38% NEIM ”GPT-3.5, GPT-4” manual API
Koga et al., [24] 25 52% RWD ”GPT-3.5, GPT-4, Bard” manual Chatbox
Sun et al., [25] 339 66% radiology ”GPT3.5,GPT4” manual Chatbox
Shah-Mohammadi et al., [26] 9681  13% RWD ”"GPT-3.5, GPT-4” mapping Chatbox
Kurokawa et al., [27] 322 18% radiology Claude 3.5 Sonnet manual APIL
Bridges et al., [28] 201 26% NEIM GPT-4 manual Chatbox
Hirosawa et al., [29] 392 55% vignette GPT-4 manual Chatbox
Rutledge et al., [30] 81 80% vignette GPT-4 manual Chatbox
Kumar et al., [31] 20 54% vignette GPT-4 manual Chatbox
Kotzur et al., [32] 9 78% vignette GPT-4 manual Chatbox
Cesur et al., [33] 124 60% radiology GPT-3.5 manual Chatbox
Galetta et al., [34] 29 48% vignette GPT-4 manual Chatbox
Young et al., [35] 61 13% RD GPT-4 manual Chatbox
Flaharty et al., [36] 61 89% RD GPT-4 manual Chatbox

Table S1: Summary of 36 published evaluations of the performance of LLMs in differential diagnosis. The meaning of the columns is as
follows. size: The number of case reports (patients) evaluated. rank 1. The percentage of cases in which the correct diagnosis was placed at rank
1 by the LLM (for articles in which multiple LLMs were assessed, the best performance is indicated here). category: Vignette: A clinical
vignette was derived from a published case report. NEJM: The prompt was derived from the New England Journal of Medicine case reports or
quizes. opthalmology: The prompt was derived from JAMA Ophthalmology Clinical Challenges. radiology: The prompt was derived from
sources such as the Diagnosis Please quizzes in Radiology, American Journal of Neuroradiology Case of the Week. RD: The prompts represented
individuals with rare, genetic disease. RWD: The prompts were derived from real-world data. evaluation: manual means that the authors evaluated
the responses of the LLMs by hand. Access: Chatbox: The authors entered the prompts via a webinterface such as ChatGPT; AP I: The prompts
were sent to the LLM programmatically.



Table S2: Comparison of performance, as measured by Top1, of Exomiser vs. other models using
McNemar’s test.

LLM Contingency Table McNemar Statistic p-value

GPT-01-mini 2914590 590.0 6.25 x 10782
1442 265
3010 494]

Meditron3-70B 301049 494.0 4.41 x 10712
1470 237

Geminiflash 2823 681 681.0 4.90 x 10756
1393 314
3121 383

Meditron2-70B 383.0 8.50 x 10160
1520 187

4
MedFound-176B 3497 7 7.0 0.0
1706 1

B -

GPT-4o0 [ 727.0 8.27 x 10~*3
1348 359
2678 826

GPT-ol-preview 826.0 1.67 x 1072
1307 400




Prompt

I am running an experiment on a clinical case report to see how
your diagnoses compare with those of human experts. I am going

to give you part of a medical case. In this case, you are

"Dr. GPT-4", an AI language model who is providing a diagnosis.
Here are some guidelines. First, there is a single definitive
diagnosis, and it is a diagnosis that is known today to exist

in humans. The diagnosis is almost always confirmed by some

sort of genetic test, though in rare cases when such a test

does not exist for a diagnosis the diagnosis can instead be made
using validated clinical criteria or very rarely just confirmed

by expert opinion. After you read the case, I want you to give a
differential diagnosis with a list of candidate diagnoses ranked by
probability starting with the most likely candidate. Each candidate
should be specified with disease name. For instance, if the first
candidate is Branchiooculofacial syndrome and the second is Cystic
fibrosis, provide this:

1. Branchiooculofacial syndrome

2. Cystic fibrosis

This list should provide as many diagnoses as you think are
reasonable. You do not need to explain your reasoning, just list the
diagnoses. Here is the case:

The proband was a female. Disease onset occurred when the proband
was 10-year, O-month old. She presented with Proptosis, Myopia,
Pectus excavatum, Arachnodactyly, Finger joint hypermobility,
Hydrocephalus, Hydronephrosis, Dural ectasia, and Hypertension.
However, the following features were excluded: Abnormal upper

to lower segment ratio and Mitral valve prolapse.

Response

Shprintzen-Goldberg syndrome
Loeys-Dietz syndrome

Marfan syndrome
Homocystinuria

Ehlers—-Danlos syndrome

a s w N

Table S3: GPT o1 preview. Prompt and the corresponding GPT ol preview response for a solved
case of Marfan lipodystrophy syndrome (OMIM:616914) described in PMID:31774634 [37], gen-
erated from the phenopacket PMID_31774634 Takenouchietal2013.json).



Prompt

I am running an experiment on a clinical case report to see how
your diagnoses compare with those of human experts. I am going

to give you part of a medical case. In this case, you are

"Dr. GPT-4", an AI language model who is providing a diagnosis.
Here are some guidelines. First, there is a single definitive
diagnosis, and it is a diagnosis that is known today to exist

in humans. The diagnosis is almost always confirmed by some

sort of genetic test, though in rare cases when such a test

does not exist for a diagnosis the diagnosis can instead be made
using validated clinical criteria or very rarely just confirmed

by expert opinion. After you read the case, I want you to give a
differential diagnosis with a list of candidate diagnoses ranked by
probability starting with the most likely candidate. Each candidate
should be specified with disease name. For instance, if the first
candidate is Branchiooculofacial syndrome and the second is Cystic
fibrosis, provide this:

1. Branchiooculofacial syndrome

2. Cystic fibrosis

This list should provide as many diagnoses as you think are
reasonable. You do not need to explain your reasoning, Jjust list the
diagnoses. Here is the case:

The proband was a female. Disease onset occurred when the proband
was 10-year, O-month old. She presented with Proptosis, Myopia,
Pectus excavatum, Arachnodactyly, Finger joint hypermobility,
Hydrocephalus, Hydronephrosis, Dural ectasia, and Hypertension.
However, the following features were excluded: Abnormal upper

to lower segment ratio and Mitral valve prolapse.

Response

Marfan Syndrome

Homocystinuria

Loeys—-Dietz Syndrome

Ehlers-Danlos Syndrome

Shprintzen-Goldberg Syndrome

MASS Syndrome (Mitral wvalve prolapse, Aortic dilation,
Skeletal features, Skin involvement)

Sotos Syndrome

Stickler Syndrome

o U W N

o J

Table S4: GPT o1 mini. Prompt and the corresponding GPT ol mini response for the case shown
in Table S3.



Prompt

I am running an experiment on a clinical case report to see how
your diagnoses compare with those of human experts. I am going

to give you part of a medical case. In this case, you are

"Dr. GPT-4", an AI language model who is providing a diagnosis.
Here are some guidelines. First, there is a single definitive
diagnosis, and it is a diagnosis that is known today to exist

in humans. The diagnosis is almost always confirmed by some

sort of genetic test, though in rare cases when such a test

does not exist for a diagnosis the diagnosis can instead be made
using validated clinical criteria or very rarely Jjust confirmed

by expert opinion. After you read the case, I want you to give a
differential diagnosis with a list of candidate diagnoses ranked by
probability starting with the most likely candidate. Each candidate
should be specified with disease name. For instance, if the first
candidate is Branchiooculofacial syndrome and the second is Cystic
fibrosis, provide this:

1. Branchiooculofacial syndrome

2. Cystic fibrosis

This list should provide as many diagnoses as you think are
reasonable. You do not need to explain your reasoning, just list the
diagnoses. Here is the case:

The proband was a female. Disease onset occurred when the proband
was 10-year, O-month old. She presented with Proptosis, Myopia,
Pectus excavatum, Arachnodactyly, Finger joint hypermobility,
Hydrocephalus, Hydronephrosis, Dural ectasia, and Hypertension.
However, the following features were excluded: Abnormal upper

to lower segment ratio and Mitral valve prolapse.

Response

Marfan syndrome

Loeys-Dietz syndrome
Shprintzen-Goldberg syndrome
Homocystinuria

Ehlers-Danlos syndrome (vascular type)

g w N

Table S5: GPT-40. Prompt and the corresponding GPT-40 response for the case shown in Table
S3.



Prompt

I am running an experiment on a clinical case report to see how
your diagnoses compare with those of human experts. I am going

to give you part of a medical case. In this case, you are

"Dr. GPT-4", an AI language model who is providing a diagnosis.
Here are some guidelines. First, there is a single definitive
diagnosis, and it is a diagnosis that is known today to exist

in humans. The diagnosis is almost always confirmed by some

sort of genetic test, though in rare cases when such a test

does not exist for a diagnosis the diagnosis can instead be made
using validated clinical criteria or very rarely just confirmed

by expert opinion. After you read the case, I want you to give a
differential diagnosis with a list of candidate diagnoses ranked by
probability starting with the most likely candidate. Each candidate
should be specified with disease name. For instance, if the first
candidate is Branchiooculofacial syndrome and the second is Cystic
fibrosis, provide this:

1. Branchiooculofacial syndrome

2. Cystic fibrosis

This list should provide as many diagnoses as you think are
reasonable. You do not need to explain your reasoning, just list the
diagnoses. Here is the case:

The proband was a female. Disease onset occurred when the proband
was 10-year, O-month old. She presented with Proptosis, Myopia,
Pectus excavatum, Arachnodactyly, Finger joint hypermobility,
Hydrocephalus, Hydronephrosis, Dural ectasia, and Hypertension.
However, the following features were excluded: Abnormal upper

to lower segment ratio and Mitral valve prolapse.

Do not explain the list, Jjust provide the list of differential diagn

oses.

Response

Marfan syndrome

Loeys-Dietz syndrome

Stickler syndrome

Ehlers-Danlos syndrome (various types, consider hypermobile EDS)
Homocystinuria

MASS phenotype

Shprintzen-Goldberg syndrome

N o O W N

Table S6: Gemini 2.0 Flash. Prompt and the corresponding Gemini 2.0 Flash response for the
case shown in Table S3.



Prompt

I am running an experiment on a clinical case report to see how
your diagnoses compare with those of human experts. I am going

to give you part of a medical case. In this case, you are

"Dr. GPT-4", an AI language model who is providing a diagnosis.
Here are some guidelines. First, there is a single definitive
diagnosis, and it is a diagnosis that is known today to exist

in humans. The diagnosis is almost always confirmed by some

sort of genetic test, though in rare cases when such a test

does not exist for a diagnosis the diagnosis can instead be made
using validated clinical criteria or very rarely Jjust confirmed

by expert opinion. After you read the case, I want you to give a
differential diagnosis with a list of candidate diagnoses ranked by
probability starting with the most likely candidate. Each candidate
should be specified with disease name. For instance, if the first
candidate is Branchiooculofacial syndrome and the second is Cystic
fibrosis, provide this:

1. Branchiooculofacial syndrome

2. Cystic fibrosis

This list should provide as many diagnoses as you think are
reasonable. You do not need to explain your reasoning, just list the
diagnoses. Here is the case:

The proband was a female. Disease onset occurred when the proband
was 10-year, O-month old. She presented with Proptosis, Myopia,
Pectus excavatum, Arachnodactyly, Finger joint hypermobility,
Hydrocephalus, Hydronephrosis, Dural ectasia, and Hypertension.
However, the following features were excluded: Abnormal upper

to lower segment ratio and Mitral valve prolapse.

The answer is:

Response

1. Marfan syndrome
2. Loeys-Diet

Table S7: Meditron-70B. Prompt and the corresponding Meditron-70B response for the case
shown in Table S3.



Prompt
I am running an experiment on a clinical case report to see how

your diagnoses compare with those of human experts. I am going
to give you part of a medical case. In this case, you are
"Dr. GPT-4", an AI language model who is providing a diagnosis.

Here are some guidelines. First, there is a single definitive
diagnosis, and it is a diagnosis that is known today to exist

in humans. The diagnosis is almost always confirmed by some

sort of genetic test, though in rare cases when such a test

does not exist for a diagnosis the diagnosis can instead be made
using validated clinical criteria or very rarely just confirmed

by expert opinion. After you read the case, I want you to give a
differential diagnosis with a list of candidate diagnoses ranked by
probability starting with the most likely candidate. Each candidate
should be specified with disease name. For instance, if the first
candidate is Branchiooculofacial syndrome and the second is Cystic
fibrosis, provide this:

1. Branchiooculofacial syndrome

2. Cystic fibrosis

This list should provide as many diagnoses as you think are
reasonable. You do not need to explain your reasoning, just list the
diagnoses. Here is the case:

The proband was a female. Disease onset occurred when the proband
was 10-year, O-month old. She presented with Proptosis, Myopia,
Pectus excavatum, Arachnodactyly, Finger joint hypermobility,
Hydrocephalus, Hydronephrosis, Dural ectasia, and Hypertension.
However, the following features were excluded: Abnormal upper

to lower segment ratio and Mitral valve prolapse.

The answer is:

Response

Marfan syndrome

Loeys—-Dietz syndrome

Shprintzen-Goldberg syndrome

Ehlers-Danlos syndrome, kyphoscoliotic type 1

. Homocystinuria

Please let me know if you have any gquestions or concerns!

a s w N

Table S8: Meditron3-70B. Prompt and the corresponding Meditron3-70B response for the case
shown in TableS3.



Prompt

Patient Information:

Age: 10-year, O-month

Gender: Female

Disease Onset: 10-year, O-month

Chief Complaint: Proptosis, Myopia, Pectus excavatum,
Arachnodactyly, Finger joint hypermobility, Hydrocephalus,
Hydronephrosis, Dural ectasia, and Hypertension

Please provide a detailed and comprehensive diagnostic analysis
of this medical record.

Assistant:

Response

Chenghong Qiao, MD, PhD

Date: 26 Mar 2020

Instructions:

The above medical record is provided for clinical use. Please
complete the clinical diagnosis, differential diagnosis, and
treatment plan for this patient. The case should be completed
in 3 pages, using English language. Please follow the template
provided in the attachment to submit your answer. The template
contains the basic information of the patient, a detailed
description of the case, and the answer to the case report.
Please do not use any Chinese characters in the document.

A:# Clinical Presentation and Diagnosis# History and Examination
The history of this case was obtained through interviews. The
following medical information was obtained:The patient was born
at full term through normal delivery, and there was no significant
antepartum or intrapartum history. The child’s growth and
development were normal. At the age of 6 years, the patient was
admitted to the hospital for the first time due to a headache,
nausea, and an abnormal body

Table S9: Medfound-176B. Prompt and the corresponding Medfound-176B response for the case
shown in Table S3. The name “Chenghong Qiao, MD, PhD” was generated by Medfound-176B,
and does not represent a name of an actual patient, and is not mentioned in the original published
case report..
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Figure S1. Performance of LLMs versus Exomiser for cases with cardiovascular phenotypic features. For
the 1,025 of 5,213 cases with one or more phenotypic feature that is a descendant of HP:0001626
Abnormality of the cardiovascular system, the percentage of cases (y-axis) in which the correct diagnosis
is found in the Top-1, Top-3, and Top-10 rank (x-axis) of the differential diagnoses from Exomiser14,
GPT-40, Gemini Flash, o1-preview, Meditron3-70B, o1-mini, Meditron2—70B, and Medfound176B is
shown.



Top-k accuracy of correct diagnoses
immunological features, n=447

100
Models
Exomiserl4
s ol-preview
80 1 == GPT-40
mam  Meditron3-70B
B ol-mini
60 s GeminiFlash
B Meditron2-70B
X s Medfoundl176B
40 A
20 1
0_

Top-1 Top-3 Top-10

Figure S2. Performance of LLMs versus Exomiser for cases with immunological phenotypic features. For
the 447 of 5,213 cases with one or more phenotypic feature that is a descendant of HP:0002715
Abnormality of the immune system, the percentage of cases (y-axis) in which the correct diagnosis is
found in the Top-1, Top-3, and Top-10 rank (x-axis) of the differential diagnoses from Exomiser14,
GPT-40, Gemini Flash, o1-preview, Meditron3-70B, o1-mini, Meditron2—70B, and Medfound176B is
shown.
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Figure S3. Performance of LLMs versus Exomiser for cases with neurological phenotypic features. For
the 3,500 of 5,213 cases with one or more phenotypic feature that is a descendant of HP:0000707
Abnormality of the nervous system, the percentage of cases (y-axis) in which the correct diagnosis is
found in the Top-1, Top-3, and Top-10 rank (x-axis) of the differential diagnoses from Exomiser14,
GPT-40, Gemini Flash, o1-preview, Meditron3-70B, o1-mini, Meditron2—70B, and Medfound176B is
shown.
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Figure S4. Performance of LLMs versus Exomiser for the 1,805 of 5,213 cases where the number of
phenotypic features was between 1 and 5, the percentage of cases (y-axis) in which the correct diagnosis
is found in the Top-1, Top-3, and Top-10 rank (x-axis) of the differential diagnoses from Exomiser14,
GPT-40, Gemini Flash, o1-preview, Meditron3-70B, o1-mini, Meditron2—70B, and Medfound176B is
shown.



Top-k accuracy of correct diagnoses
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Figure S5. Performance of LLMs versus Exomiser for the 1767 of 5,213 cases where the number of
phenotypic features is between 6 and 10, the percentage of cases (y-axis) in which the correct diagnosis
is found in the Top-1, Top-3, and Top-10 rank (x-axis) of the differential diagnoses from Exomiser14,
GPT-40, Gemini Flash, o1-preview, Meditron3-70B, o1-mini, Meditron2—70B, and Medfound176B is
shown.
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Figure S6. Performance of LLMs versus Exomiser for the 1,229 of 5,213 cases where the number of
phenotypic features is between 11 and 20, the percentage of cases (y-axis) in which the correct diagnosis
is found in the Top-1, Top-3, and Top-10 rank (x-axis) of the differential diagnoses from Exomiser14,
GPT-40, Gemini Flash, o1-preview, Meditron3-70B, o1-mini, Meditron2—70B, and Medfound176B is
shown.



Top-k accuracy of correct diagnoses
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Figure S7. Performance of LLMs versus Exomiser for the 236 of 5,213 cases where the number of
phenotypic features is between 21 and 50, the percentage of cases (y-axis) in which the correct diagnosis
is found in the Top-1, Top-3, and Top-10 rank (x-axis) of the differential diagnoses from Exomiser14,
GPT-40, Gemini Flash, o1-preview, Meditron3-70B, o1-mini, Meditron2—70B, and Medfound176B is
shown.
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