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S1. OVERVIEW

In this supplement we describe the design and training
of the nonlinear thermodynamic computer presented in
the main text. The core of the design is a thermodynamic
neuron, a fluctuating classical degree of freedom placed in
contact with a heat bath and confined by a quartic poten-
tial [1]. The equilibrium average of the neuron activation
is a nonlinear function of the signal input to it, mean-
ing that a network built from interacting thermodynamic
neurons can function as a universal approximator [2, 3].
Within a digital simulation of a thermodynamic com-
puter we construct networks of such neurons using the
bilinear interactions characteristic of existing thermody-
namic computers [4, 5]. We train these computers by
genetic algorithm to perform nonlinear computations –
expressing a nonlinear function and classifying MNIST
– at specified times. Thermodynamic computers of this
nature could be considered to be thermodynamic neural
networks, or “thermoneural networks”.

This results of this paper expand the field of thermo-
dynamic computing beyond linear algebra and thermo-
dynamic equilibrium, enabling fully nonlinear computa-
tions, comparable to those performed by conventional
neural networks, at specified observation times. The
design and training of the computer are done by ‘dig-
ital twin’, applying a genetic algorithm to a simulation
model of the thermodynamic computer realized on a clas-
sical digital computer. The elements of the present de-
sign have been implemented in hardware [4, 5], with the
exception of the quartic neuron potential. If the latter
can be engineered – perhaps by using nonlinear inductors
or capacitors to induce quartic self-interactions within
RLC circuits, or using the nonlinear inductance provided
by Josephson junctions [6] – then the resulting nonlin-
ear computer can be programmed, e.g. by genetic algo-
rithm. The result would be a thermodynamic computer
that would be driven by thermal fluctuations to perform
a specified computation at a specified observation time,
whether or not the computer has come to equilibrium.

This work adds to the literature of classical models
that can be used to perform calculations, such as Hop-
field networks [7], Boltzmann Machines [8], physical neu-
ral networks [9], and charge-based thermodynamic neu-
ral networks that self-organize under external drive [10].
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Our design is analogous to conventional perceptron-based
neural networks in that it is programmable and can func-
tion as a universal approximator, but differs in that it
is stochastic and designed to be implemented in hard-
ware, where its operation would be driven by the natu-
ral dynamics of fluctuating classical degrees of freedom.
A recent paper [11] presented the design for a thermo-
dynamic neuron realized by qubits coupled to multiple
thermal baths. The design presented here is based on a
fully classical model of a nonlinear thermodynamic neu-
ron, and requires only a single thermal bath.

In Section S2 we introduce and analyze the properties
of a simple thermodynamic circuit that can function as
a thermodynamic neuron, a fluctuating degree of free-
dom whose output is a nonlinear function of its input. In
Section S3 we simulate interacting networks of thermo-
dynamic neurons, and train them by genetic algorithm
to perform specified nonlinear computations.

S2. THERMODYNAMIC NEURONS

A. Equilibrium behavior

To motivate the construction of a thermodynamic com-
puter analogous to a neural network, consider the ther-
modynamic circuit shown in Fig. S1(a). This circuit rep-
resents a scalar degree of freedom x that experiences the
potential energy

UJ (x, I) = J2x
2 + J3x

3 + J4x
4 − Ix. (S1)

The parameters J = (J2, J3, J4) are the intrinsic cou-
plings of the circuit, and I is an input signal. We can
consider the circuit to represent a thermodynamic neu-
ron, whose activation function is the relation between the
output x and the input I. The output must be a non-
linear function of the input in order for a network built
from such neurons to be a universal approximator.

Let the neuron be put in contact with a thermal bath at
temperature T . Our ultimate goal is to consider networks
of such neurons operating at specified observation times,
but an important design consideration in pursuit of this
goal is the equilibrium behavior of a single neuron. In
thermal equilibrium, the output of the neuron has the
mean value

m = 〈x〉0, (S2)
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FIG. S1. (a) A thermodynamic circuit whose interaction energy is given by Eq. (S1) can function as a thermodynamic neuron.
In panels (b–e) we show the equilibrium activation function 〈x〉0 of the neuron, Eq. (S2), as a function of the neuron input
I, for the case β = 1. The vector J = (J2, J3, J4) sets the values of the intrinsic couplings of the neuron. The top panels in
(b–e) show the potential (S1) at zero input, for the quadratic case (gray) and the case introduced in the lower panel (blue or
green). (b) Purely quadratic (gray) and quartic (blue) cases. The purely quartic case (with J4 > 0) is the simplest case that
is thermodynamically stable and admits a nonlinear activation function. Both cases are shown for reference in the following
panels. Inset: gradient of activation function on the same horizontal scale as the main panel. (c) Example in which a quadratic
coupling is included with the quartic coupling. (d) Example in which a cubic coupling is included with the quartic coupling.
(e) Example in which all three couplings are nonzero.

where

〈·〉0 ≡
∫

dx (·) e−βUJ (x,I)

∫
dx e−βUJ (x,I)

. (S3)

When the neuron potential is purely quadratic, i.e. J =
(J2, 0, 0) – with J2 > 0 to ensure thermodynamic sta-
bility – the integrals in (S3) can be solved analytically,
giving the linear form m = I/(2J2). This form is plotted,
for J2 = 1, as a gray line in Fig. S1(b); the horizontal
dotted black line denotes the value zero. In this case the
equilibrium activation function of the neuron is linear,
meaning that networks of such neurons in equilibrium
cannot serve as universal function approximators [12].

The simplest case that is thermodynamically stable
and admits a nonlinear equilibrium activation function is
the purely quartic case, J = (0, 0, J4), with J4 > 0. This
case is shown as a blue line in Fig. S1(b), with J4 = 1 [13].
The equilibrium activation function is nonlinear: its gra-
dient (shown inset) is largest near the origin, and de-
creases as |I| becomes large. The gradient remains finite
for finite I: the neuron does not saturate.

Panels (c), (d), and (e) of Fig. S1 show the effect on the
thermodynamic neuron’s equilibrium activation function
of including quadratic and cubic terms with the quar-
tic coupling. The resulting activation functions display a
range of forms that resemble some of those used in classi-
cal neural networks, notably the sigmoid and hyperbolic
tangent functions [14–16].

The quartic coupling alone renders the activation func-
tion of the thermodynamic neuron nonlinear in equilib-
rium. However, an additional design consideration is
the variance σ2 of the neuron’s equilibrium fluctuations,
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FIG. S2. (a) Equilibrium fluctuations (S4) of the thermody-
namic neuron of Fig. S1(a), for the case β = 100. The addi-
tion of the quadratic coupling to the quartic one (green), sup-
presses fluctuations relative to the pure quartic case (blue).
The mean equilibrium activation functions of those two cases
are similar; see Fig. S1(c). The inset shows the largest fluc-
tuations of the purely quartic neuron to be many times that
of the purely quadratic neuron. (b,c) The mean (b) and vari-
ance (c) of the equilibrium activation function of the (1, 0, 1)
neuron depend on temperature.
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FIG. S3. Nonequilibrium properties of the thermodynamic neuron of Fig. S1(a). (a–c) Langevin evolution (S5) of the neuron x
for β = 100, for 11 evenly-spaced values of I. We consider three different sets of couplings J : (a) purely quadratic; (b) purely
quartic; and (c) mixed quadratic-quartic. (d) The finite-time activation function of the (1,0,1) neuron under the dynamics
(S5) (here for β = ∞) is nonlinear above some threshold observation time (here about 0.2 time units), and for longer times
converges to the equilibrium result (curved black dashed line).

where

σ2 = 〈x2〉0 − 〈x〉20. (S4)

In Fig. S2(a) we plot the value of (S4) as a function
of neuron input I for the quadratic case J = (1, 0, 0)
(gray) and the quartic case J = (0, 0, 1) (blue). In the
quadratic case the variance is constant for constant tem-
perature, σ2 = 1/(2β), reflecting the equipartition theo-
rem. In the quartic case the variance is not constant, and
is largest near I = 0; the inset shows that its maximum
value is several times that of the quadratic neuron. The
mixed quadratic-quartic case J = (1, 0, 1), shown green
in Fig. S1(c), has fluctuations at the origin comparable
to the quadratic case, while the mean activation function
of the case (1, 0, 1), shown in Fig. S1(c), is similar to that
of the pure quartic case. The addition of the quadratic
term to the quartic one suppresses fluctuations without
changing the essence of the nonlinearity.

The larger the fluctuations of a thermodynamic neu-
ron’s output, the more samples will be required to com-
pute a meaningful signal when observing a computer
built from such neurons. For these reasons we choose
our default neuron parameters to be J = (1, 0, 1): the
quartic coupling induces nonlinearity, while the quadratic
coupling serves to suppress fluctuations near I = 0.

The equilibrium activation function of a nonlinear
thermodynamic neuron depends on temperature. In
Fig. S2(b) and (c) we show the mean and variance of
the equilibrium activation function of the neuron J =
(1, 0, 1) for a range of values of β. The mean activation
is nonlinear provided that temperature is not much larger
than the scales of J2 and J4. The case in which they are
comparable, i.e. |J2|/kBT ≈ J4/kBT ≈ 1, is acceptably
nonlinear. Under the same conditions, the variance σ2 of
the equilibrium activation function, panel (b), is gener-
ally comparable in scale to the mean of the function.

B. Nonequilibrium behavior

Having assessed the equilibrium behavior of the ther-
modynamic neuron of Fig. S1(a), we turn to its dynam-
ical behavior. Thermodynamic computers operate un-
der Langevin dynamics, both overdamped and under-
damped [4, 5]. In this paper we will simulate the be-
havior of a thermodynamic computer using overdamped
Langevin dynamics, in which case our single thermody-
namic neuron evolves according to the equation [17]

ẋ = −µ ∂

∂x
UJ (x, I) +

√
2µkBT η(t), (S5)

where UJ (x, I) is given by Eq. (S1). Here µ, the mobility
parameter, sets the basic time constant of the computer.
For the thermodynamic computers of Refs. [4, 5], µ−1 ∼ 1
microsecond. For damped oscillators made from mechan-
ical elements [18] or Josephson junctions [6], the time
constant would be of order a millisecond or a nanosec-
ond, respectively. The second term on the right-hand side
of Eq. (S5) represents the thermal fluctuations of the heat
bath; η is a Gaussian white noise satisfying 〈η(t)〉 = 0 and
〈η(t)η(t′)〉 = δ(t− t′).

In Fig. S3(a)–(c) we show the dynamical evolution of
the neuron x under the dynamics (S5), starting from x =
0, for various fixed values of the input I. Here β = 100.
Panel (a) shows the evolution of (S5) for the case of a
purely quadratic coupling, J = (1, 0, 0). Time traces for
11 values of I are shown, evenly spaced from −5 to 5.
The neuron is initially out of equilibrium, converging to
equilibrium in about 2 time units (time is expressed in
units of µ−1). As described by Fig. S1(b), the mean value
of x in equilibrium is a linear function of I. As described
by Fig. S2(a), the size of the neuron’s fluctuations in
equilibrium is independent of I.

Fig. S3(b) shows the case of a purely quartic coupling,
J = (0, 0, 1). Again, time traces for 11 values of I are
shown, evenly spaced from −5 to 5; these converge at
sufficiently long times to a nonlinear function x(I). As
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FIG. S4. (a) Bistable neuron potential (blue) at zero input,
and (b) the resulting neuron dynamics (S5) for β = 5.

described by Fig. S2(a), the fluctuations of x are largest
for I = 0.

Fig. S3(c) shows the case of a mixed quadratic-quartic
coupling, J = (1, 0, 1). The long-time mean activation
function is nonlinear in I, and, as described by Fig. S2(a),
the fluctuations near I = 0 are suppressed relative to the
purely quartic case of panel Fig. S3(b).

From these plots we see that for short times (here less
than about 2 time units) the thermodynamic neuron’s
finite-time activation function does not equal the equi-
librium (long-time) activation function. In Fig. S3(d) we
show the value of x, derived from Eq. (S5), for a range of
values of the input I, for various fixed values of t (here
we set β = ∞). For times shorter than about 0.2 units,
the finite-time activation function of the neuron is linear
on the scale of the inputs shown. Thus a network of such
neurons would not function as a universal approximator
if observed on such timescales. For longer times, how-
ever, the finite-time activation function of the neuron is
nonlinear on the scale of the inputs shown. As long as
we observe the output of a thermodynamic neural net-
work on timescales longer than this threshold, it will be-
have as a nonlinear model. As observation time increases,
the finite-time activation function of the thermodynamic
neuron converges to the long-time equilibrium activation
function of the neuron, which we have designed to be
nonlinear.

For certain values of the intrinsic couplings J , a ther-
modynamic neuron can display multistability. For exam-
ple, the potential (S1) with J = (−|J2|, 0, J4) displays

two minima at activations x0 = ±
√
J2
2/(2J4), separated

by a potential energy barrier of size J2
2/(4J4). One exam-

ple of such a potential is shown in Fig. S4(a), compared
with the quadratic potential (gray). The resulting dy-
namics (S5) at zero input shows intermittency, as shown
in Fig. S4(b). Bistable neurons possess nonlinear activa-
tion functions in the vicinity of their stable states, but
can also exhibit abrupt changes between states. Such
bistability could be used for robust memory storage, or
as a mechanism for noise-robust classification in thermo-
dynamic neural networks. In the remainder of this paper
we consider only monostable neurons. To summarize
the design considerations of this section: 1) the thermo-
dynamic neuron of Fig. S1(a) has a nonlinear equilibrium
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FIG. S5. Elements of a thermodynamic computer analogous
to a neural network. (a) The thermodynamic neurons de-
scribed in Figs. S1–S3 are connected by bilinear couplings.
(b) We consider layered networks of such neurons (adjacent
layers are coupled all-to-all), with total potential energy (S8).

activation function if it possesses a quartic nonlinearity;
2) it is useful to also include a quadratic nonlinearity in
order to suppress equilibrium fluctuations near zero neu-
ron input; and 3) for observation times longer than some
threshold, such a neuron also possesses a finite-time ac-
tivation function that is nonlinear. As a result, networks
of such neurons can serve as universal function approxi-
mators, both in and out of equilibrium. In the following
section we illustrate these properties.

S3. PROGRAMMING A THERMODYNAMIC
COMPUTER

A. A digital model of a thermodynamic universal
approximator

Networks of nonlinear neurons are universal approx-
imators [2, 3]. Networks of nonlinear thermodynamic
neurons are universal approximators whose operation is
driven by thermal fluctuations. In this section we show
that such networks can be designed on a digital computer
and programmed to perform specified computations at
specified observation times.

Consider a graph of N thermodynamic neurons xi,
with potential energy function

Vint(x) =

N∑

i=1

UJ (xi, bi) +
∑

conn(ij)

Jijxixj . (S6)

The subscript ‘int’ stands for ‘internal’, and ‘conn’ for
‘connections’. The first sum in (S6) runs over N single-
neuron energy terms (S1), with the intrinsic couplings
of each neuron set by the vector J = (J2, J3, J4). Our
default choice is (1, 0, 1). We will also consider the linear-
model case (1, 0, 0), in order to demonstrate the differ-
ence in expressive power between a linear model and a
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FIG. S6. Training a simulation model of a thermodynamic computer to express a nonlinear function at a specified observation
time. (a) Loss (S14) as a function of evolutionary time n for a layered thermodynamic computer (see Fig. S5) with quadratic
neurons (gray) or quadratic-quartic neurons (green). (b) Output (S15) at observation time tf = 1 of the linear computer (gray)
and the nonlinear computer (green), as a function of the input z, averaged over M = 103 samples. The target function (S13)
is shown as a black line. (c,d). Mean neuron activations measured at observation time tf as a function of the neuron inputs at
the same time, for (c) the nonlinear model and (d) the linear model. The color bands denote ± one standard deviation. Insets:
the measured activation at tf compared with the equilibrium neuron activation (S2).

nonlinear one. The input bi to each neuron serves as a
bias.

The second sum in (S6) runs over all distinct pairs of
connected neurons, which are determined by the graph
structure imposed. We use the bilinear interaction of
Refs. [4, 5]. The computers described in those papers
use an all-to-all coupling; here, to make contact with
existing neural-network designs, we consider the layered
structure shown in Fig. S5, with all-to-all connections be-
tween layers. This design mimics that of a conventional
deep fully-connected neural network. However, unlike in
a conventional deep neural network, in which information
flows from the input layer to the output layer, the bilinear
interaction Jijxixj ensures that neuron i communicates
with neuron j, and vice versa, and so information flows
forward and backward between the layers of the thermo-
dynamic computer.

To provide input to the thermodynamic computer we
introduce the external coupling

Vext(x, I) =
∑

inputs(ij)

WijIixj , (S7)

where the sum runs over all connections between the ex-
ternal inputs Ii and the input neurons xj (here the top-
layer neurons), mediated by the parameters Wij . The
total potential energy of the thermodynamic computer is
then

V (x) = Vint(x) + Vext(x, I). (S8)

We assume the computer to be in contact with a ther-
mal bath, and to evolve in time according to the over-
damped Langevin dynamics

ẋi = −µ∂V (x)

∂xi
+
√

2µkBT ηi(t), (S9)

where V (x) is given by Eq. (S8). The Gaussian white
noise terms satisfy 〈ηi(t)〉 = 0 and 〈ηi(t)ηj(t′)〉 = δijδ(t−
t′).

We designate the final-layer neurons to be the output
neurons. We will consider loss functions φ that are func-
tion of the outputs

{xi(I, t)}, i ∈ outputs. (S10)

Here I is the vector of inputs, and xi(I, t) denotes the
outcome of the dynamics (S9) for neuron i at time t upon
starting from zero neuron activations, x = 0 (all dynam-
ical trajectories start from zero neuron activations).

Because the computer is noisy, we wish to take M sam-
ples of each output and average over these samples. We
will consider two types of sampling. The first is reset
sampling. In this mode of operation we run the com-
puter for time tf , observe the outcome, reset the neu-
ron activations to zero, and repeat the procedure M − 1
times, gathering M samples in total. The advantage of
this mode of sampling is that it naturally lends itself to
parallelization: the M samples can be computed inde-
pendently, on distinct copies of the thermodynamic com-
puter if such copies are available. Reset sampling can
also be done using a single computer whose neurons are
reset periodically. The reset-sampling average is

〈xi(I)〉r = M−1
M∑

α=1

x
(α)
i (I, tf), (S11)

where the sum runs over M independent realizations α
of the dynamics (S9). The only requirement on tf is that
it is long enough that the effective activation function
of the neuron is nonlinear. From the considerations of
Section S2 B, we set tf = 1 (in units of µ−1).

We also consider serial sampling, taking M samples
at intervals tobs from a single computer running contin-
uously for time tf = Mtobs. In this case the relevant
average is

〈xi(I)〉s = M−1
M∑

α=1

xi(I, αtobs), (S12)
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where the sum runs over M samples within a single
trajectory. Serial sampling is used in equilibrium in
Refs. [4, 5]. In equilibrium, a burn-in time is required
for the computer to attain equilibrium, and the obser-
vation time must be long enough to obtain uncorrelated
equilibrium samples. Here, by contrast, we do not require
that any portion of the trajectory correspond to equilib-
rium (it may do, but it is not required to). As a result,
we require only that tobs be long enough for the model
to be nonlinear (from the considerations of Section S2 B,
we set tobs = 0.2, in units of µ−1). No burn-in time is
required, and samples do not need to be uncorrelated.

B. Programming the computer

In what follows we consider the adjustable parameters
of the computer to be the set θ = {Wij} ∪ {bi} ∪ {Jij} ∪
{fi}. Here {Wij} is the set of input weights specified by
Eq. (S7); {bi} is the set of biases specified by Eq. (S6);
{Jij} is the set of connections specified by the same equa-
tion; and {fi} is a set of weights that couple to the output
neurons (see Section S3 C).

To program the computer we adjust the parameters θ
using a genetic algorithm instructed to minimize a loss
function φ. The loss is constructed from the M samples
(S11) or (S12) for all output neurons, and is evaluated
for K different sets of inputs. This evaluation requires
KM dynamical trajectories in reset-sampling mode, and
K dynamical trajectories in serial-sampling mode (loss
functions are specified in Section S3 C and Section S3 D).
We consider a population of P = 50 thermodynamic com-
puters, each of which is initialized with random parame-
ters θi ∼ N (0, 10−2). We evaluate φ for each computer,
and select the 5 computers associated with the smallest
values of φ. These 5 are cloned and mutated to produce
a new population of 50 computers. Mutations are done
by adding to each parameter of each computer a Gaus-
sian random number ε ∼ C−1/2N (0, 10−2). The term
C is the fan-in. It is equal to 1 for biases bi or weights
fi; it is equal to Nj for weights Wij , where Nj is the
number of connections entering neuron j; and it is equal
to (Ni + Nj)/2 for weights Jij . Scaling mutations by
the fan-in ensures that changes to all neuron inputs are
of similar scale even if the network is strongly heteroge-
nous [19] (similar scaling ideas were used when devel-
oping efficient implementations of gradient descent [20]).
Values of φ for the new population are calculated, the
best 5 are selected, and so on.

We developed an efficient implementation of a genetic
algorithm for GPU. In reset-sampling mode, each step of
the genetic algorithm requires the evaluation of PKM
dynamical trajectories of length tf (KM trajectories per
computer to construct the loss function φ, with P com-
puters in the genetic population). In serial-sampling
mode, each step of the genetic algorithm requires the
evaluation of the PK dynamical trajectories of length
tf = Mtobs. All trajectories can be evaluated in parallel

on a set of GPUs.
Following training, the identity of the computer’s pa-

rameters are fixed, and the computer can be run for any
chosen input. In reset-sampling mode, testing or infer-
ence can be done with fewer than M samples, if desired,
as we shall describe. The parameters of the digital model
of the thermodynamic computer could in principle be im-
plemented in hardware, with the result being a device
designed to output a specified computation at a specified
time (or set of times, in the case of serial sampling), pow-
ered by thermal fluctuations. We note that if the hard-
ware implementation is not an exact copy of the digital
model, genetic-algorithm training could be continued di-
rectly in hardware: the procedure can be applied to an
experimental system exactly as it is applied to a simula-
tion model [21].

C. Learning a nonlinear function

To demonstrate the training and operation of a ther-
modynamic computer analogous to a neural network, we
consider the task of expressing a nonlinear function of a
single variable. In this case the computer has one input.
We define the target function

y0(z) ≡ cos(2πz), (S13)

and the loss function

φ ≡ K−1
K∑

j=1

(y0(zj)− y(zj))
2
. (S14)

Here the sum runs over K = 250 evenly-spaced points
zj = j/(K − 1) on the interval z ∈ [0, 1]. The quantity

y(z) ≡
∑

i∈outputs
fi〈xi(z)〉r,s (S15)

is the output of the thermodynamic computer, given
the input z, averaged over M samples (either in reset-
sampling mode (S11) or serial-sampling mode (S12)). To
integrate Eq. (S9) we use a first-order Euler scheme with
timestep ∆t = 10−3. We take M = 103 for the purposes
of training. The fi are parameters trained by the genetic
algorithm.

We choose a layered computer design of width 8 and
depth 4. We consider two types of thermodynamic neu-
ron: a quadratic-quartic thermodynamic neuron, J =
(1, 0, 1), which gives rise to a nonlinear computer, and
a quadratic thermodynamic neuron, J = (1, 0, 0), which
gives rise to a linear computer. We take β = 10, so that
the neuron energy scale is 10 times that of the thermal
energy, i.e. J2,4/kBT = 10.

In Fig. S6(a) we show the loss as a function of evolu-
tionary time for the two models, in reset-sampling mode.
The linear model fails to train – it cannot express a non-
linear function of the input variable – while the nonlinear
model learns steadily, reaching a small value of the loss.
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FIG. S7. (a–d) Output (S15) at time tf = 1 of the trained nonlinear thermodynamic computer as a function of input z,
computed using M samples. The target function (S13) is shown as a black line (training was done using M = 103 samples).
(e) Loss (S14) as a function of M .
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FIG. S8. (a–d) Output (S15) at various observation times tf of the trained nonlinear thermodynamic computer, as a function
of input z, computed using M = 103 samples. The target function (S13) is shown as a black line. The computer is trained so
that it reproduces the target function when observed at time tf = 1. (e) Loss (S14) as a function of observation time tf .

Panel (b) shows the output functions learned by the two
models: the nonlinear model has learned a good approx-
imation of the target cosine function. The intrinsic noise
of the computer is visible in the output, but for M = 103

samples, for each value of z, the mean output signal of the
computer exceeds the scale of the noise by a considerable
margin.

Panels (c) and (d) of Fig. S6 show the sampled neuron
outputs as a function of the neuron inputs (the inputs
being all signals in to the neuron, excepting the thermal
noise) at the designated observation time, tf = 1. Con-
sistent with the considerations of Section S2, the non-
linear model possesses a nonlinear finite-time activation
function, indicating that we are beyond the nonlinear
threshold observation time. The resulting nonlinear ac-
tivation function explains the computer’s ability to learn
an arbitrary nonlinear function. Panel (d) confirms that
the quadratic-neuron computer is at finite times a linear
model, as expected.

In the inset to the two panels we show the equilib-
rium activation functions of the two neurons. These are
qualitatively similar to their finite-time counterparts –
nonlinear or linear, respectively – but different in detail.
For the nonlinear model this difference is unimportant.
Our aim is to express the target function at a finite obser-
vation time, and so what matters is that the finite-time
observation time is nonlinear (which is the case if ob-
served on timescales longer than the nonlinear threshold

time). The fact that the equilibrium activation function
is nonlinear simply ensures that the finite-time activation
function will remain nonlinear, however long our obser-
vation time.

Training is done using M = 103 samples for each value
of the input z, but the trained computer can be used
with fewer than M samples if desired. In Fig. S7 we show
the output of the trained thermodynamic computer, as a
function of the input z, for a range of values of M . The
number of samples can be chosen in order to achieve a
required precision.

Training in reset-sampling mode results in a thermody-
namic computer programmed to express the target func-
tion at a prescribed observation time tf = 1. In Fig. S8
we show the output of the computer at a range of ob-
servation times. The output of the computer varies as a
function of time, and is equal to the target function only
at the prescribed observation time. The output of the
computer in equilibrium (corresponding to the long-time
limit) is considerably different to the target function. In
this example, therefore, the programmed thermodynamic
computer operates far from equilibrium.

The model thermodynamic computer can also be
trained in serial-sampling mode, as shown in Fig. S9.
In this case the thermodynamic computer produces a
trajectory whose stationary state approximates the tar-
get function over a range of observation times. The re-
quirement of training is that, given an input z, the out-
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FIG. S9. Training a simulation model of a thermodynamic computer to express a nonlinear function in serial-sampling mode.
(a) Loss (S14) as a function of evolutionary time n for a layered thermodynamic computer (see Fig. S5) with quadratic-quartic
(1, 0, 1) neurons. (b) Output (S15) of the thermodynamic computer, evaluated using M = 103 time slices, evenly spaced from
tobs = 0.2 to time tf = Mtobs = 200 (see Eq. (S12)). The black line is the target function y0(z), Eq. (S13). (c) Color maps of
the output y(z) of the trained computer, evaluated using M = 103 evenly-spaced time slices up to time tf . The bottom panel
shows the difference between the computer output and the target function. The steady-state output of the computer remains
close to the target function for a range of observation times. (d) Analogous plots for the computer trained in reset-sampling
mode (see Figs. S6–S8); here, the computer approximates the target function only at the observation time specified in training
(tf = 1).

put of the computer, averaged over M = 103 samples
taken at evenly-spaced times, from tobs = 0.2 to time
tf = Mtobs = 200, be as close as possible to the target
function, y0(z), Eq. (S13). In the top image of panel
(c) we show the output of the trained computer, aver-
aged over M = 103 time slices, up to various tf . The
output of the trained computer remains close to the tar-
get function for a wide range of observation times. The
lower image in panel (c) shows the difference between the
computer output and the target function: after an initial
transient (which is included in the serial-sampling aver-
age (S12)), the computer achieves a steady-state output
that approximates the target function. This steady state
may correspond to a true thermodynamic equilibrium,
but we did not require this: the training requirement
was only that the computer achieve a given output when
averaged over a specific time interval.

The color maps in Fig. S9(d) show similar quantities
for the computer trained in reset-sampling mode (see
Figs. S6–S8). In this mode the computer was trained to
approximate the target function using M = 103 samples
taken at a single observation time, tf = 1 (see Eq. (S11)).
As shown by the color plots (derived from 103 samples
from the trained computer taken at observation time tf),
the output of the computer approximates the target func-
tion only at time tf = 1.

D. Classifying MNIST

Having confirmed the ability of a network of nonlinear
thermodynamic neurons to express an arbitrary nonlin-
ear function, we now consider a standard benchmark in
machine learning, classifying the MNIST data set [22].
MNIST consists of greyscale images of 70, 000 handwrit-

ten digits on a grid of 28×28 pixels, each digit belonging
to one of ten classes C ∈ [0, 9].

As in Section S3 C, we take β ≡ (kBT )−1 = 10, so
that the neuron energy scale is 10 times that of the ther-
mal energy, i.e. J2,4/kBT = 10. We consider a 3-layer
thermodynamic computer with quadratic-quartic (1, 0, 1)
neurons. Each layer has 32 neurons. Each neuron in the
input layer couples to all the pixels Ii of an MNIST digit
via Eq. (S7). The output layer of 32 neurons is used
to construct the computer’s prediction for the class of
MNIST digit Ij , via the 10 averaged class scores

y(C)(I) ≡
∑

i∈outputs
f
(C)
i 〈xi(I)〉r. (S16)

Here C ∈ [0, 9] is the class index, and the f
(C)
i are 320 pa-

rameters that will be trained by genetic algorithm. Recall
that the reset-sampling average is specified by Eq. (S11).

We train the computer in reset-sampling mode, with
M = 103 samples taken at observation time tf = 1. For
the loss function we choose the cross-entropy between
the class probabilities predicted by the thermodynamic
computer and the ground-truth labels. The probability
p(C) that a given digit Ij is of class C is obtained by
applying a softmax transformation to (S16),

p(C)(Ij) =
exp

[
y(C)(Ij)

]
∑9
C′=0 exp

[
y(C′)(Ij)

] , (S17)

and the cross-entropy, our loss function, is

φ = − 1

K

K∑

j=1

9∑

C=0

p̂
(C)
k (Ij) ln p

(C)
k (Ij). (S18)
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FIG. S10. Training a simulation model of a thermodynamic computer to classify MNIST. The computer, which consists of
a 3-layer network of quadratic-quartic (1, 0, 1) neurons, is trained in reset-sampling mode, using M = 103 samples taken at
observation time tf = 1. (a) Loss (S18) as a function of evolutionary time n. (b) Training-set classification accuracy during
training. (c) Test-set classification accuracy of the trained computer, as a function of the number of samples M generated by
the computer (each taken at observation time tf = 1). (d) For a single digit, an 8, we show the probability distribution, taken
over 105 samples, of the computer’s per-sample class predictions, Eq. (S19). The mean value (S16) of each distribution, which
is the value used for classification, is indicated at the top of the panel. The correct distribution is shown in green, the others in
shades of blue. (e) As panel (d), but for a misclassified digit, a 5. (f) The class predictions (S16) of the computer, upon being
shown the indicated digit, for various observation time tf . The computer is trained to classify the digit at an observation time
tf = 1 (vertical dotted line).

Here p̂ is the ground-truth label, unity if Ij is of class C
and zero otherwise. The sum is taken over all K = 60,000
training samples, i.e. we use full-batch learning.

This cross-entropy is used only in training: the expres-
sions (S17) and (S18) are not intended to be implemented
in hardware. Once trained, the computer can be used to
do classification, which we do intend to be implementable
using analog hardware. Classification is done by measur-
ing which of the 10 quantities (S16) is largest, when the
computer is connected to a given digit. If the thermo-
dynamic computer is realized in hardware, each of the
outputs (S16) could be connected to a tree of compara-
tors and a multiplexer. This additional hardware could
be used to determine the identity of the quantity with the
largest value, and hence the computer’s predicted class
for the digit.

Each evolutionary generation consists of 48 simulated
thermodynamic computers, each shown 60,000 digits.
Each digit is shown to each computer 1000 times, and
the computer is allowed to run for time tf each time.
We therefore simulate 2.9 × 109 trajectories of length
tf per generation, which we parallelize over 96 GPUs.
Training was done for over 4000 generations (of order

24 hours of run time), and so required the generation
of more than 1013 trajectories. Training this thermody-
namic computer is therefore much more expensive than
training a conventional deep neural network, which can
be trained to classify MNIST in seconds on a conven-
tional computer. The advantage of the thermodynamic
approach is that, once trained, the parameters can be
implemented in hardware, where the computer program
will run automatically, driven only by thermal fluctua-
tions. Conventional neural networks, once trained, must
still be evaluated by explicit input of power to a CPU or
GPU. Nonetheless, it will be beneficial to find less costly
methods for training thermodynamic computers.

In Fig. S10(a) we show the loss (S18) as a function of
evolutionary time n as the computer is trained to clas-
sify MNIST. The computer learns steadily under the ac-
tion of the genetic algorithm. Panel (b) shows the corre-
sponding training-set classification accuracy (which can
be observed but is not used during training). Panel (c)
shows the test-set classification accuracy of the trained
computer, as a function of the number of samples M
(see Eq. (S11)). Training was done using M = 103

samples per digit, but the trained computer can be run
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with considerably fewer samples (≈ 20) without signifi-
cant loss of accuracy. Thus while the training procedure
involved the generation of more than 1013 simulated tra-
jectories, the trained computer (which is designed to be
implemented in hardware) can afford to generate as few
as 20 trajectories in order to classify individual digits
with reasonable accuracy.

The test-set accuracy of the trained computer is about
93%, which is not state-of-the-art – indeed, many other
methods classify MNIST with greater accuracy [23] –
but the result demonstrates the ability of thermody-
namic computers to do machine learning, and to carry
out arbitrary nonlinear computations at specified obser-
vation times, regardless of whether or not the computer
has attained equilibrium. As with conventional neural
networks, better accuracy will be achieved with differ-
ent computer designs and methods of training. Such in-
cremental improvements are not the goal of the present
paper. Our aim is to show proof of principle: if im-
plemented in hardware, this thermodynamic computer
would be able, powered only by thermal fluctuations, to
classify MNIST digits.

In Fig. S10(d) we show the output of the trained com-
puter when presented with a single digit, an 8, which it
correctly classifies. We plot the probability distribution,
taken over 105 samples, of the computer’s per-sample
predictions

Y (C)(I) ≡
∑

i∈outputs
f
(C)
i xi(I, tf). (S19)

The mean value of each distribution, corresponding to
Eq. (S16), is indicated at the top of the panel. The cor-
rect distribution is shown in green, with the others in
shades of blue. Panel (e) shows similar data for a digit,
a 5, that is misclassified as a 6 by the computer.

In Fig. S10(f) we plot the value of the trained com-
puter’s 10 predictions (S16) upon being shown the indi-
cated digit. The computer is trained to classify the digit
at an observation time tf = 1. In this case the computer
has attained a steady-state dynamics at the specified ob-
servation time, but this is not a general phenomenon:
when presented with other digits, the computer’s neu-
rons are still evolving at tf = 1. In Fig. S11 we show
the values of all neurons xi for a single trajectory of the
computer, as a function of time, when presented with
an MNIST digit different to the one used in Fig. S10(f).
The top panels of Fig. S11 are averaged over all neurons
in the indicated layer. The computer’s outputs are still
evolving at tf = 1, showing that the computer operates
out of equilibrium.

E. Role of noise in the thermodynamic computer

We have trained the thermodynamic computers for
the cosine- and MNIST problems at an energy scale of
J2 = J4 ≡ J = 10kBT , which is characteristic of the en-
ergy scales of thermodynamic computing (J . 10kBT ).

Here, noise plays a substantial role in the dynamical evo-
lution of the device. The energy scales of classical com-
puting are much larger (J & 103kBT ), allowing near-
deterministic operation.

The ability of the trained computer to operate at dif-
ferent noise scales depends on the nature of the problem
it is trained for and its architecture. In Fig. S12 we show
the test-set accuracy of the trained thermodynamic com-
puter at a range of energy scales (the parameters of the
thermodynamic computer are held fixed, and the noise
strength is varied). The computer, trained at the energy
scale J = 10kBT , performs essentially as well when sub-
jected to noise comparable in scale to its own energy scale
(J = kBT ). This result shows the ability of the computer
to operate reliably throughout the regime characteristic
of thermodynamic computing, and shows its output to
be robust to small changes in noise level (which might
occur if a device becomes hot during computation). For
sufficiently large noise levels (J . kBT ) the computer’s
performance begins to decline.

For larger energy scales, J & 10kBT , the computer
operates reliably. This result suggests the idea of train-
ing a thermodynamic computer at larger energy scales,
where noise is less important, and using the trained com-
puter in a noisy environment. The advantage of such an
approach is that, in the limit J/kBT → ∞, trajecto-
ries of the computer become deterministic, and training
becomes much less computationally intensive. However,
upon trying this strategy we found it to work in some
cases but not others.

In Fig. S13(a) we show the loss associated with a ther-
modynamic computer trained to express the cosine func-
tion at zero noise (J/kBT → ∞) and tested at a wide
range of energy scales. The output values of the computer
change continuously with energy scale, and so while it can
tolerate the very low noise levels characteristic of classi-
cal computing, it breaks down for the larger noise levels
characteristic of thermodynamic computing. In this case,
the computer must be trained in the presence of noise to
operate in the presence of noise.

In Fig. S13(b) we show the MNIST test-set accuracy
of a 3-layer thermodynamic computer, trained at zero
noise to classify MNIST, when operated at various finite
noise levels (blue). This case is different to that of panel
(a); here, the accuracy changes very little as the noise
is increased, even up to the noise levels characteristic of
thermodynamic computing. The mean outputs of the
computer change continuously with noise, and so there-
fore does the loss, but classification accuracy depends on
the relative values of the computer’s outputs, not their
absolute values, and so is less strongly affected. This is a
convenient feature, because training is much less expen-
sive in the deterministic zero-noise limit. There, we used
backpropagation through time [24] on a single trajectory
of the computer (for each digit), and training takes about
30 minutes on a single GPU instead of 24 hours on 96
GPUs. For some applications, therefore, it is possible to
train a thermodynamic computer at zero noise, and op-
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FIG. S12. MNIST test-set accuracy of the trained 3-layer
thermodynamic computer at a range of energy scales (the
parameters of the thermodynamic computer are held fixed,
and the noise strength is varied). The computer is trained at
the energy scale J = 10kBT .

erate it at noise levels comparable to the energy scale of
the device.

The orange line in Fig. S13(b) shows the same thing
for a 9-layer thermodynamic computer trained at zero
noise. This model is more accurate than the 3-layer one
for small noise values, but fails more rapidly as noise is
increased, and fails before we reach the large noise levels
characteristic of thermodynamic computing. The reason
for this failure is likely the diminishing signal-to-noise
ratio, in the interior of the computer, as we move away
from the input layer. This effect can be seen in the 3-
layer computer shown in Fig. S11: the signal scale, and

hence the signal-to-noise ratio, diminishes from input to
output layers. The comparison of the the two lines in
Fig. S13(b) indicates that robustness to noise levels dif-
ferent to those seen during training is an architecture-
dependent phenomenon, and suggests that the layered ar-
chitecture characteristic of classical neural networks may
not be an optimal design for a nonlinear thermodynamic
computer.

Lastly, we note that while a thermodynamic computer
trained at zero temperature may not operate reliably
at finite temperature, its parameters could be used as
the starting point for finite-temperature training, poten-
tially reducing the computational expense of that pro-
cess. In our finite-temperature training simulations we
began with random parameters.
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