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Supplementary Note 1  
Dissecting the mean-variance relationship in the single-cell gene expression data 
We tried to quantify the relationship by visualize the Spearman's correlation coefficient (𝜌!) 
between within-individual mean and variance for all the genes. The mean and variance were 
calculated from the SCTransformed counts per individual, per gene, for each cell type. We 
observed that the median 𝜌!  ranged from 0.938 ~ 0.984 across 14 cell types (Figure 2A). 
Notably, there exist an obvious drop-off in the mean-correlation curve at the mean ranging 
from 0.01 to 0.1 (Supplementary Figure 2). Based on this observation, we predict that many 
of the identified veQTLs might also be significant in the eQTL association test. Yazar et al. 
(2021) performed eQTL analysis and identified 25,606 eQTLs with mean effects on gene 
expression within individuals in a cell-type-specific manner in the OneK1K cohort. Since this 
number is based on Spearman’s rank correlation analysis, for fair comparison, we reran the 
analysis using the Matrix eQTL and compared the results with veQTL signals (Methods).  
  
  



Supplementary Note 2  
Comparison of different dispersion indices 
There are multiple ways to calculate the dispersion of the within-individual gene expression 
across cells. The most common non-parametric indices are Fano factor, coefficient of 
variation (CV), and CV2. 
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From the equation, we know that these indices still preserve a negative relationship with 
the mean. Given a negative binomial (NB) distribution where 𝜎" = 𝜇 + 𝜇" × 𝜃, we can 
further derive these indices as: 
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From the derived equation, Fano factor is linearly correlated with the mean given fixed 
dispersion. The CV and CV2 would become extremely large when the mean is small, which is 
very common in single-cell data. Based on these properties, none of these indices are 
expected to be good indicators for dispersion. 
 
Another index to represent dispersion is the residuals from the linear regression of variance 
on the mean for each individual. Several studies have adopted this strategy before. However, 
this strategy has three main limitations. First, the strategy assumes a linear relationship 
between the mean and variance, but, given the properties of the NB distribution, this 
assumption is clearly violated. Second, if there is a true biological relationship between the 
mean and dispersion, this residual strategy will artificially remove it. Third, when the mean is 
very small, use an NB distribution; the variance will be very close to the mean (in the 
meantime, many intra-individual means will be zero under this scenario); thus, the linear 
regression will suffer from collinearity, and the residuals will be heavily skewed. A more 
detailed evaluation of the count distribution model was described below. 
 
  



Supplementary Note 3 
Evaluation of the fitness of different models for the count distribution 
To evaluate the suitable distribution to model count data for intra-individual expression, we 
used several methods to assess the underlying count model across all genes and cell types. 
First, we estimated the intra-individual mean and variance for each individual across all genes. 
We found that, except for genes with zero expression, most intra-individual variance 
estimates are larger or equal to the intra-individual mean estimates. 
 
Second, we ran a likelihood ratio test (LRT) to evaluate the goodness-of-fit between the 
Poisson and NB models for the intra-individual count distribution for all the genes, and tested 
them in every individual and each cell type. On average, 21.1% of genes showed nominal 
evidence (P-value < 0.05) favouring the NB model rather than the Poisson model 
(Supplementary Figure 14). This means we will need to at least use NB distribution to model 
the dispersion of the gene expression across cells. We also ran an LRT between NB and ZINB, 
which showed that only a very small proportion of genes (~1.46%) showed evidence in favour 
of ZINB distribution (Supplementary Figure 15). Based on these analyses, we chose to use NB 
model as the default model and estimate the dispersion parameter (q) as the indicator for 
intra-individual variability. 
 
 
  



Supplementary Note 4 
The simulation for dispersion estimation using Cox-Reid adjusted MLE 
To assess the performance of Cox-Reid adjusted MLE for dispersion parameter, we conducted 
a simulation with different numbers of cells (𝑀), mean (𝜇), and dispersion (𝜃). The simulation 
parameters are as follows: 
 
M ∈	(10, 25, 50, 100, 500, 1000, 5000) 
μ ∈	(0.001, 0.01, 0.05, 0.1, 0.2, 0.3, 0.4, 0.5, 1, 1.5, 2, 2.5, 3, 5, 10, 30) 
θ∈	(0, 0.1, 0.5, 1)  
 
We simulated an expression matrix with 1,000 genes x m cells and each gene follows the same 
Negative Binomial distribution. Each row is drawn from 𝑋	~	𝑁𝐵(𝜇, 𝜃), and the R code is 
rnbinom(n = n, size = 1/theta, mu = mu). We then used glmGamPoi::glm_gp() to estimate the 
dispersion parameter simultaneously across all rows and obtained the mean of the dispersion 
estimates over 1,000 rows. The whole process is replicated for 100 times. For each true 
dispersion parameter, we visualized the simulation results by a boxplot of different means 
against the dispersion estimates across 100 replicates.  
 
  



Supplementary Note 5 
The special case of estimating dispersion when the mean is small 
We have shown the moment estimators for mean and variance for NB distribution. It is easy 

to get moment estimate for dispersion 𝜃 = #!$%
%!

. The moment estimator for dispersion will 

become biased when mean is very small and/or mean and variance are very close. As we 
know that when 𝜃 → 0 , the NB distribution will be approximately equivalent to Poisson 
distribution. On the other hand, when the mean is tiny, the difference between the mean and 
the variance will also be small, even if the dispersion is relatively large. This scenario is 
frequently observed when the mean is < 1 in empirical analysis. 
 
In the OneK1K scRNA-seq data, we observe many genes with equal or very similar means and 
variances. After looking into the actual distribution, most cases are from low-mean genes. For 
example, among 24,903 genes in CD4NC cells, 3,609 have equal mean and variance across all 
980 individuals (including 539 with all zeros). The non-zero mean estimates for these genes 
range from [2.94E-6, 1.62E-4], and the proportion of individuals with zero expression ranges 
from [0.9286, 0.9990]. For those 3,609 genes, the distribution of gene expression within an 
individual is a special case. Their counts are either all 0s or all 0s except one 1. These two 
cases will lead to equal means and variances. However, this does not necessarily mean that 
the original distribution is Poisson. Here is a very simple simulation to prove it.  
 
We simulate 10,000 individuals, each with 1,000 cells, and all the within-individual 
distributions are drawn from 𝑁𝐵~(𝜇 = 0.001, 𝜃 = 1). The distribution patterns of these 
individuals are displayed in detail (Supplementary Data 10). We can see that the first four 
patterns account for ~98.2% of the distribution. Also, when there are only 0 and 1, the 
variance is no larger than the mean, so the moment estimate for theta is always 0 or negative. 
This can be easily proven as follows: 
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index is always between 0 and 1, so the variance is always less than the mean. Since the 
expected 𝜇 value is small, empirically 𝑚 ≫ 𝑘, the Fano factor will be very close to 1. Also, 
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Supplementary Figure 1. The intra-individual mean-variance relationship and overlap 
between eGenes and vGenes per cell type.  
(A) The Spearman’s correlation estimates between the intra-individual mean and variance of 
each gene. The colour of the violin plot denotes the corresponding cell type. The bottom 10% 
correlation estimates are omitted. All violins have the same maximum width. (B) The 
relationship between intra-individual mean and mean-variance correlation per gene in CD4 
naïve cells. (C) The relationship between intra-individual mean and proportion of no-
expression individuals per gene in CD4 naïve cells. (D) The number of eGene, vGene, and 
vGene that is not identified as eGene in each cell type. (E) The relationship between sample 
size and number of vGenes. (F) The relationship between the median number of cells per 
individual and the number of vGenes. Each dot represents a cell type, and the colour of the 
dots corresponds to the panel.  
  



 
 
 

 
Supplementary Figure 2. Association significant level of top veQTL with or without mean 
effects. 
The boxplot shows the distribution of the significance level of the top veQTL for each vGene, 
grouped by whether this vGene is also an eGene. TRUE (FALSE) group means the 
corresponding vGene is (not) also an eGene. The y-axis indicates the -log10(q-value) for each 
veQTL. Box plots show the median (centre line), interquartile range (box, 25th–75th 
percentiles), 1.5× IQR (whiskers), and outliers (individual points). The beta effect size is the 
slope estimate for the top SNP of the vGene in the veQTL association tests. The color of the 
boxplot corresponds to different cell type. 
 
 



 
Supplementary Figure 3. Effect size of top veQTL with or without mean effects. 
The boxplot shows the distribution of beta effect size of the top veQTL for each vGene, 
grouped by whether this vGene is also an eGene. Box plots show the median (centre line), 
interquartile range (box, 25th–75th percentiles), 1.5× IQR (whiskers), and outliers (individual 
points). The color of the boxplot corresponds to different cell type. 
 
 
 
 
 
 



 
Supplementary Figure 4. TSS distance top veQTL with or without mean effects. 
This violin plot compares the distance between the top veQTL to the transcription start site 
for those vGenes with or without mean effects. The x-axis indicates the two groups of veQTLs. 
The y-axis indicates the distance by Mb. The color of the boxplot corresponds to different cell 
type. 
 
  



 
Supplementary Figure 5. Comparison of association significant level between eQTL and 
veQTL. 
The x-axis and y-axis denote the -log10(q-value) for eQTL and veQTL, respectively. Each dot 
indicates a SNP-gene pair test, and the colour of the dot indicates the cell type. The grey 
dashed line denotes the diagonal line of the coordinate panel. 
 



 
Supplementary Figure 6. The relationship between the intra-individual mean and the mean-
variance correlation. 
The scatter plot shows the relationship between the intra-individual mean and the 
Spearman's correlation efficient between intra-individual mean and variance across 
individuals per gene in 14 cell types. Each dot indicates one gene and there are 24,903 genes 
in total. 
 
 
 
 
  



 

 
Supplementary Figure 7. The relationship between the intra- mean, variance, and residuals 
for six example genes. 
The scatter plot shows the relationship between the intra-individual mean and variance 
(upper panel), and between intra-individual mean and residuals from variance regressing out 
the mean (lower panel). The six genes are selected based on different mean levels in CD4NC 
cell. Each dot indicates one individual’s estimate (N = 980). The majority of genes 
(19,237/24,903) fit the pattern of SAMD11 or PLEKHN1, rather than the other four genes 



 

 
Supplementary Figure 8. The relationship between the mean and the Fano factor (variance 
mean ratio). 
The scatter plot shows the relationship between the intra-individual mean and the proportion 
of non-expressed individuals for each gene across 14 cell types. The x-axis denotes the log10 
transformed mean per gene. The y-axis denotes the Fano factor, which is calculated as 
variance divided by mean. Each dot represents the mean Fano factor for a gene across 
individuals and the color corresponds to different cell type.  46 outliers that with Fano factor 
> 10 were omitted. Genes with all-zero expression do not have a Fano factor. 
 



 
Supplementary Figure 9. The relationship between the mean and the coefficient of 
variation (CV). 
The scatter plot shows the relationship between the intra-individual mean and the proportion 
of non-expressed individuals for each gene across 14 cell types. The x-axis denotes the log10 
transformed mean per gene. The y-axis denotes the CV (coefficient of variation), calculated 
as the standard deviation divided by the mean for each gene. The number of dots (genes) is 
corresponding to column “Nr genes” in Table 1. Genes with all-zero expression do not have a 
CV estimate. 
 
 



 
Supplementary Figure 10. The relationship between the mean and the dispersion. 
The scatter plot shows the relationship between the intra-individual mean and the intra-
individual dispersion for each gene across 14 cell types. The x-axis denotes the log10 
transformed mean per gene. The y-axis denotes the intra-individual estimates of dispersion 
per gene, calculated using the Cox-Reid adjusted MLE method. The number of dots (genes) is 
corresponding to column “Nr genes” in Table 1. 
 
 
  







































 
Supplementary Figure 11. Genetic association plot for 55 deQTL-dGene pairs. 
(A-D) The violin plots of individual genotype of each deQTL corresponding to the intra-
individual mean, variance, residual, dispersion of the dGene expression in certain cell types. 
Box plots show the median (centre line), interquartile range (box, 25th–75th percentiles), 
1.5× IQR (whiskers), and outliers (individual points). The x-axis indicates the genotype 
(coded as 0, 1, 2 indicating number of alternative allele carried). The number of donors per 
genotype group is annotated within bracket. The color of the boxplot and dots corresponds 
to the three genotype groups (E) Scatter plot of intra-individual mean against intra-
individual variance of expression. (F) Scatter plot of intra-individual mean against intra-
individual dispersion of expression. The dispersion was estimated by CR-MLE method.  
 
 



 
Supplementary Figure 12. Mean-dispersion and genetic association plot for rs1131017-
RPS26 locus in CD4 T cells in Perez et al. The left panel showed the intra-individual estimates 
of the mean and dispersion for RPS26 in CD4 T cells in the replication cohort (N = 135). The 
right panel indicates the association pattern between genotype and intra-individual 
dispersion estimates. Box plots show the median (centre line), interquartile range (box, 25th–
75th percentiles), 1.5× IQR (whiskers), and outliers (individual points). 
  



 

 
Supplementary Figure 13. The relationship between the mean and the proportion of non-
expression individuals. 
The scatter plot shows the relationship between the intra-individual mean and the proportion 
of non-expressed individuals for each gene across 14 cell types. Each dot denotes one gene. 
The x-axis denotes the log10 transformed mean per gene. The y-axis denotes the proportion 
of individuals that do not express that gene. The number of dots (genes) is corresponding to 
column “Nr genes” in Table 1. 
 
  



 
Supplementary Figure 14. Proportion of genes showing nominal evidence favouring the 
NB model rather than the Poisson model 
The histogram summarises how many genes in each individual are more consistent with the 
Negative Binomial model than with the Poisson model. The nominal evidence is determined 
by a likelihood ratio test with a P-value < 0.05. Each panel denotes one of the 14 cell types. 
  



 

 
Supplementary Figure 15. Proportion of genes showing nominal evidence favouring the 
ZINB model rather than the NB model 
The histogram summarises how many genes in each individual are in favour of the Zero-
Inflated Negative Binomial model rather than the Negative Binomial model. The nominal 
evidence is determined by a likelihood ratio test with a P-value < 0.05. Each panel denotes 
one of the 14 cell types. 
 
 



 
Supplementary Figure 16. Distribution of dispersion estimates for 199 genes with 326 
deQTLs in the preliminary test. 
This plot indicates the intra-individual estimates of mean and dispersion for 199 genes with 
326 deQTL in 14 cell types in the preliminary test before filtering out the inflated genes. The 
x-axis indicates the log10-transformed intra-individual mean estimates, and the y-axis 
indicates the intra-individual dispersion estimates using the Cox-Reid MLE method. The 
colour of the dot indicates the corresponding cell type. 
 



 
Supplementary Figure 17. Behaviour of CR-MLE dispersion estimates across simulated 
expression regimes. 
Dispersion estimates obtained using the Cox–Reid adjusted maximum likelihood estimator 
(CR-MLE) under simulated count data. For each simulation, gene expression counts were 
generated under a negative binomial model with specified mean expression (x-axis) and 
dispersion parameter (panel label). The y-axis shows the estimated dispersion values 
obtained from CR-MLE. Colours indicate different numbers of cells per individual (sample 
size). The horizontal grey dashed line denotes the true dispersion parameter used to generate 
the data. Results illustrate that dispersion estimates become increasingly inflated and 
variable at low mean expression levels and small sample sizes, particularly when the true 
dispersion lies near zero. Box plots show the median (centre line), interquartile range (box, 
25th–75th percentiles), 1.5× IQR (whiskers), and outliers (individual points).   



 
Supplementary Figure 18. The accuracy of dispersion estimates in simulation. 
The heatmap plot demonstrates the accuracy of the dispersion estimates in the simulation 
under different scenarios. The row indicates the number of cells per individual, and the 
column indicates the mean of intra-individual expression. Each circle indicates the proportion 
of 100 replicates that the estimate is within ±5% of the true dispersion parameter. 
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Supplementary Figure 19. Example of inflated estimation of dispersion for SMDT1 in CD4NC 
cells. 
The mean threshold for unbiased estimation of dispersion in CD4NC cells is 0.3. Although the 
mean of intra-individual mean for all individuals passed the threshold (0.3), the mean in the 
genotype 0 group (G/G of rs133379) did not, thus might suffer from inflated estimates. Box 
plots show the median (centre line), interquartile range (box, 25th–75th percentiles), 1.5× 
IQR (whiskers), and outliers (individual points). 
 
  



 
Supplementary Figure 20. Mean dispersion estimates per gene before and after 
SCTransform 
(A) mean dispersion estimates for all the genes with mean > 0.3 in CD4 Naïve cells (N = 980). 
(B) Same to panel A but exclude the outlier gene MALAT1. (C) Boxplot of mean dispersion 
estimates grouped by whether the count has been SCTransformed or not. Box plots show 
the median (centre line), interquartile range (box, 25th–75th percentiles), 1.5× IQR 
(whiskers), and outliers (individual points). 
 


