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Version 0: 

Reviewer comments: 

Referee #1 

(Remarks to the Author) 
Comments; 

The manuscript presents a humanoid tele-lap framework evaluated through benchtop workspace and precision testing, dry-
lab user studies (ring transfer and FLS peg transfer comparing humanoid, manual lap, and robo platforms, and two in-vivo
porcine chole. The staged evaluation design is appropriate and demonstrates technical feasibility of humanoid-assisted lap
task execution. 

Originality and Significance 
The in-vivo teleoperated humanoid cholecystectomy is noteworthy. 
However, the primary novelty lies in system integration & staged evaluation rather than conceptual breakthrough. 
The manuscript should position its contribution more explicitly relative to prior teleoperated lap robotics literature and
existing humanoid medical task teleoperation studies. Claims of being “first” should be precisely scoped and supported with
appropriate references to avoid overstating novelty. 

Data & Methodology (Validity, Data Quality, Presentation) 

The staged approach (benchtop → dry-lab → in-vivo) is appropriate. 
However, several aspects require strengthening for interpretability and reproducibility: 
* Provide a clearer ---> tool-tip error sources including extended kinematic chain effects, RCM calibration, latency, joint
compliance/backlash, tracker error. 
* Expand description of RCM calibration, drift handling, and enforced safety constraints. 
* Clarify in-vivo procedural protocol (team roles especially that surgeon was assisting mostly, pause/recalibration criteria,
thresholds to convert, sterile workflow, instrument exchange details). 
* Report latency characterization (mean and variance) and relate to performance observations. 
Currently, safety characterization and robustness analysis are insufficiently detailed. 

Appropriate Use of Statistics / Treatment of Uncertainties 
Please; 
* Justify statistical test selection and state distribution assumptions. 
* Include effect sizes and confidence intervals, not only p-values. 
* Clarify normalization methods used in FLS scoring and whether they introduce bias. 

Conclusions: Robustness, Validity, Reliability 

Conclusions suggesting efficiency, scalability, ergonomic superiority, or workflow enhancement exceed the supporting
evidence. 
The platform remains console-operated, and human bedside assistance was required during cases. Claims regarding
reduced congestion, preserved sightlines, improved team communication, or “free console setup” are speculative and
unsupported by objective ergonomic or workflow metrics. The manuscript should more clearly separate feasibility



(demonstrated) from clinical readiness (not demonstrated). 

Suggested Improvements for Revision 
1. Strengthen statistical reporting (effect sizes, CI, justified test selection). 
2. Provide detailed safety architecture and error budget. 
3. Quantify latency and correlate with task performance. 
4. Expand in-vivo procedural transparency for reproducibility. 
5. Temper speculative workflow and cost/scalability claims unless supported by data. 
6. Add performance metrics relevant to MIS safety (e.g., smoothness, overshoot, collisions, time out of view). 

References: 

The manuscript would benefit from clearer positioning relative to prior work in teleoperated laparoscopy, RCM control
methodologies, and humanoid medical teleoperation studies. 
Explicit comparative discussion is needed to avoid overstating novelty or implying parity with mature surgical robotic
systems. 

Clarity and Context 

The manuscript is generally readable but the abstract and introduction are somewhat broad. Market and funding context can
be reduced in favor of earlier emphasis on the surgical evaluation question and success criteria. The conclusion should
align more closely with demonstrated feasibility rather than extend toward clinical readiness or system superiority claims. 

Overall Recommendation: Major Revision 

Technically compelling feasibility work. With strengthened methodological rigor, clearer safety characterization, more
balanced claims, and improved statistical reporting, this could become a meaningful contribution to the field. 

Referee #2 

(Remarks to the Author) 
General summary: 
The manuscript demonstrates impressive translation of humanoid robots into in vivo surgery as a substitution for popular
teleoperation embodiments. The main technical contribution is the integration of the humanoid into the teleoperation chain
with a custom end-effector mount that enables control of non-robotic, wristed laparoscopic instruments through humanoid
hands. The work is evaluated through benchtop studies and two in vivo porcine cholecystectomies. 
Despite these impressive contributions and strong interest of this work to the community, the technical contributions of the
work are limited and there are some key elements of the results that need to be addressed (i.e. limited expert users, limited
analysis for benchtop comparisons, missing discussion points). Furthermore, the motivation for using the humanoid in
laparoscopic surgery in place of a conventional fixed-based patient side manipulator is unclear. 

Key results: 
• This work demonstrates and evaluates a novel clinical application of humanoids in surgery, specifically to assist with
laparoscopic surgical tasks. In general, humanoids have been proposed or investigated as surgical assistants operating at
the patient bedside or as substitutes for nurses. This is the first manuscript that I’m aware of that explores the potential use of
humanoids as part of the teleoperation chain for robotic surgery. It is also the first in-vivo study I have seen of humanoids in a
clinical context. 
• The manuscript provides an evaluation in both benchtop settings and in-vivo porcine surgeries. It is highly encouraging
and outstanding to see this level of translation, particularly the in-vivo studies, given that humanoid robots have only recently
emerged with the appropriate perception, control, and motion capabilities that they have now (as the authors point out in the
introduction). 
• Methodologically, the teleoperation framework that was used to map the master manipulator of the daVinci console to the
humanoid is a useful technical contribution. 
• The paper answers critical questions and includes thoughtful analysis about components like the robot workspace, user
interactions with the system, task completion rates, potential interruptions to the surgical flow, etc. 

Validity: 
My biggest concern is about the motivation for the chosen deployment of the humanoid. The introduction describes how
humanoids inherently fit environments designed to accommodate the human form-factor which I agree with, however, the
motivation for replacing the patient side manipulators in the teleoperation chain with the humanoid is unclear to me. The
paper states: “Laparoscopy is chosen as a representative benchmark due to its widespread clinical adoption and the
availability of established robotic systems such as Intuitive’s da Vinci Surgical System.” - but purpose-built systems like the
da Vinci can accommodate minimally invasive surgery very well and are not impeded by the limited mobility of the base.
Additionally, Intuitive has achieved widespread adoption in clinical centers despite some of the limitations pointed out like
storage demands, capital costs, etc. 
One of the key advantages of a humanoid robot is the bipedal movement which is not taken advantage of in this study. The
humanoid form-factor may be useful in open surgical procedures such as trauma procedures where the surgeon is moving
around the operating room, however, I don’t see the real benefit in minimally invasive surgery. With this, I’d like to see



stronger evidence to motivate the choice to use the humanoid as the patient side manipulator. What does this validation
enable and where might the innovations presented here be most beneficial? Could this system be deployed in trauma
settings where the surgeon is moving around a lot and the bipedal mobility would be a major asset? 
I have some additional concerns about the current manuscript that should be addressed before publication: 
• Related to my previous point, in the introduction there are some mentions of other potential use cases for humanoid robots.
I recommend additional discussion about how the work presented in this manuscript may support these other use-cases
where a humanoid form-factor may be more explicitly beneficial. 
• Much of the discussion and motivation is centered around cost, and smaller physical footprint of the humanoid compared to
a conventional fixed-based robot. While I agree that the footprint of one humanoid is smaller than the da Vinci, if you had 2
humanoids in place like you do in the supplemental videos to accommodate 3 laparoscopic instruments, I think the footprint
comparison becomes weak. In fact, in many procedures it is common to have 4 – 5 ports, which would require up to 3
humanoids at which point, I would guess the footprint and storage demands are the not significantly different. 
• I would like to see an improved discussion of the actual costs of the humanoid robot in comparison to the da Vinci patient
side manipulator. The sentence: “Economic constraints are a major barrier to broader robotic adoption, as high acquisition
costs, ongoing maintenance contracts, proprietary consumables, and extensive training requirements have confined robotic
surgery largely to well-resourced tertiary medical center” implies that the humanoid will require less acquisition costs,
maintenance, less consumables, and less training. However, the current system still needs wristed laparoscopic tools and,
in the teleoperation mode like it is shown here, would probably require the same amount of training. Surgical robot costs
exceed manufacturing costs of the hardware many folds due to regulatory, liability, marketing, and profit overhead so directly
comparing to commercial humanoid sales is unfair. Furthermore, is there reason to believe the maintenance of a humanoid
would be different than that of a fixed-based system? More evidence is necessary to justify these claims in the discussion. 
• I recommend changing the title to emphasize the key role of teleoperation in this study. The current title “Humanoid Robots
in Surgery: First In-vivo Feasibility Study”, does not make it clear to the reader that the humanoid is teleoperated. 
• User study: The balanced FLS score is interesting but I would have liked to see some comparison in task performance
using the conventional criteria from the FLS program
(https://cpd.partners.org/sites/default/files/manual_skills_guidelines[1].pdf) which penalizes based on the pegs falling out of
the field of view. If not, then perhaps a better explanation as to why a unique FLS metric was derived for this study. There are
also some nice review papers that analyze different data-driven quantitative metrics for evaluating performance in robot-
assisted laparoscopy (ie. https://link.springer.com/article/10.1007/s00464-021-08792-5). Given the variability in the results
with just FLS score, weighted error, and time, I would be interested if some more analysis could be done with these
validated metrics to better understand the gaps between manual, daVinci, and humanoid. 
• In table 1, it is unclear why the group distinction (surgeons versus novices) is only provided for the o-ring transfer task. 
• The user experience and system performance evaluation is also a bit confusing. My understanding is that the four survey
participants were attending surgeons, clinical fellows and residents that were present during the in-vivo studies. Although
each of these users were present, I would assume that they didn’t each complete every task that was assessed (ie. setup
and docking, operating from the surgeon’s console, tool insertion). If there was systematic assessment of each of these, the
description should be explained in more detail, if not, I think the metrics of the user who actually completed each part of the
workflow should be separated as that would be more representative (i.e. I want to see the distinct survey results about port
placement from the user who consistently helped with port placement). 
• I also have some major questions about sterility. The da Vinci robot is typically draped apart from the tools. I imagine that
the humanoid would need similar sterility (or could perhaps be sterilized like a human surgeon) and this could potentially
block some of the sensors that enable the current motion and stability. Has any analysis been done to this effect? If not,
maybe commenting on this and the potential challenges towards clinical translation would benefit the discussion. 
• One of the biggest discussion points is the high number of redeployments during the in-vivo studies, characterized as
instrument repositioning. I imagine this would be comparable to repositioning done by a human during manual laparoscopic
surgery but some sort of comparison to the manual procedure and how frequently repositioning occurs would help with the
interpretation of the results. 
• Another question I have is about the harnesses that appear to be holding up the humanoids in the videos. I believe one of
the biggest concerns with these systems would be the risk associated with a humanoid falling onto the patient during the
operation if they were to become unstable. More discussion on the necessity of the harnesses and the stability of the system
would help clarify this. Also, if the system requires a ceiling mounted harness, does the workspace argument still hold-up? 
• The manuscript would benefit from more discussion about the functional dexterity differences between the conventional
PSM and the humanoid. During the benchtop evaluation, did the users note feeling any major differences or limitations? 
• In the NASA TLX survey, please consider including the frustration category. It’s unclear why this was omitted. 
• The radial error in the motion precision evaluation of over 10mm is massive and much larger than the allowable error in the
FLS circular cutting task of 2mm. This needs to be addressed. 
• Latency needs to be measured and reported and compared to SOTA teleop systems and performance impact discussed. 

More minor concerns: 
• Define acronyms like MTM on first occurrence. 
• More details should be included about the motion precision evaluation with the Optitrack system (ie. how was the tool tip
tracked, calibration error, etc.), a photo of the experimental setup would be useful. I wonder if the lever arm effect is
contributing to the out-of-plane error. Nonetheless, an image that helps convey how the ground truth measurement was
obtained would help. 
• More details on the RCM calibration using the ArUco markers or a reference to a study that defines this process should be
included. 
• Minor errors: There are some typos through the manuscript (ie. on page 19, mis-spelling in MTM definition, typo in figure 2
caption (bencht op), missing capital on pg 21 “ we parameterize”.) 
• Figure 1A should be improved to better visualize the MTMs. 



• Figure 2 (bi and bii) are a bit hard to interpret at first glance, I wonder if an additional side view of the humanoid / patient
would make it easier to see the hand and instrument workspace 
• Workspace analysis: One small comment is that it would be useful to see the da Vinci workspace size as either a dashed
line or additional bar chart on Figure 2(ci) for quick reference. 
• Revise this sentence, demonstrate what? “Quantitative assessment of surgical performance demonstrated that active
console time, in which the surgeon was directly manipulating instruments using the humanoid robot, was seen in Table 2.” 
• Inconsistent capitalization in the NASA TLX bar chart labels. 
• Typo “exchange6” on page 18 

Originality and significance: 
• As I pointed out in my first comment, this work is highly novel and innovative. I have not seen any other studies that use
humanoids in surgery in the capacity described in this manuscript. On a subjective note, I am not convinced this deployment
of a humanoid is particularly impactful given the widespread success of purpose-built laparoscopic robot systems and the
limited benefits demonstrated in the results. The results here appear to further reinforce the idea that purpose-built robotic
systems are better tools for teleoperation. This also ties back to my previous comment about clarifying the motivation for
using the humanoid to replace the patient side manipulator. 

Data & methodology: 
• In my previous comments, I have requested some additional details about the ground truth for the motion precision and
some further analysis on the distinction between different robot platforms with more task-specific metrics from the literature. I
think these would greatly strengthen the work. 
• Please see my comments below about the statistics and uncertainties with respect to the number of expert surgeons in the
benchtop user studies. 
• The code used to collect this data is already available. I wonder if the authors have any intention to release the specific
data (ie. recordings of the in-vivo procedures, benchtop analysis). The provided zenodo link offers a ros2 stack for setting up
the humanoid teleoperation complete with urdf descriptions, setup files, and important mathematical definitions. I believe this
would be sufficient material to reproduce the system. 

Appropriate use of statistics and treatment of uncertainties: 
• The benchtop user studies rely on only 2 expert surgeon users which makes me question if the p-values in the surgeon
section of table 1 are truly meaningful. Also, there is no standard deviation reported for table 3. More information on the
surgeon training (i.e. years of practice in robotic and laparoscopic surgery) would be helpful. 
• Generally, I’m not confident that the quantitative results from the benchtop user studies are significant given the limited
number of expert users. The novice group is sufficient, but surgeons trained in both manual and daVinci guided laparoscopy
will likely have different experiences with the system. I think the study would strongly benefit from more surgeon users for the
benchtop studies. 
Conclusions: Do you find that the conclusions and data interpretation are robust, valid and reliable? 
• I think there are some points in the conclusions and data interpretation that can be improved as I have commented on
earlier. In particular, the number of expert surgeon users limits the statistical power of the comparisons to manual and dVRK
systems. Further, the patterns between benchtop tasks are not distinct, as the authors mention, each system appears to have
different strengths and weaknesses with the current analysis. I believe that a more extensive analysis with validated
evaluation metrics from the literature will glean more insight on these comparisons. 
• Lastly, I think the survey results from the in-vivo work require further information (like standard deviations) or distinction
between each of the participants and their specific role during the experiment. 

Suggested improvements: 
I have pointed out where I think the results are weak in my second comment about the manuscript validity but here is a list of
the additional data and experiments that I feel would significantly strengthen the work: 
• Further analysis of benchtop experiments with metrics previously validated for robot-assisted laparoscopy 
• More details about the ground truth for motion precision evaluation 
• Additional expert users for benchtop validations 
• Detailed user breakdown for the in-vivo study surveys and standard deviations 
• A better comparison of quantitative outcomes in the in-vivo study (like robot re-deployments versus tool repositioning) to
manual laparoscopic procedures 
• Sterility discussion 
• Discussion or analysis of the dependency on the ceiling mounted harness / tethers that are used to support the humanoids 

References: 
• I believe this manuscript includes appropriate references to the literature, in particular, I really enjoyed how the introduction
covers both research and commercial advances. 
Clarity and context: 
• The abstract and paper are well written, clear, and very accessible to a non-expert audience and I think well-suited for
Nature 

(Remarks on code availability) 
From above: 



The code used to collect this data is already available. I wonder if the authors have any intention to release the specific data
(ie. recordings of the in-vivo procedures, benchtop analysis). The provided zenodo link offers a ros2 stack for setting up the
humanoid teleoperation complete with urdf descriptions, setup files, and important mathematical definitions. I believe this
would be sufficient material to reproduce the system. 

Referee #3 

(Remarks to the Author) 
I co-reviewed this manuscript with one of the reviewers who provided the listed reports. This is part of the Nature
Communications initiative to facilitate training in peer review and to provide appropriate recognition for Early Career
Researchers who co-review manuscripts. 

(Remarks on code availability) 
I co-reviewed this manuscript with one of the reviewers who provided the listed reports. This is part of the Nature
Communications initiative to facilitate training in peer review and to provide appropriate recognition for Early Career
Researchers who co-review manuscripts. 

Version 1: 

Reviewer comments: 

Referee #1 

(Remarks to the Author) 
all concerns were addressed appropriately. 

(Remarks on code availability) 
all concerns were addressed appropriately. 

Referee #2 

(Remarks to the Author) 
We appreciate the authors detailed response to review letter. There have been some strong improvements to the
manuscript. In particular: 
• The motivation for this deployment choice for the humanoid is clearer in the manuscript now. I think the strongest argument,
which is now highlighted in the introduction, is the multi-purpose aspect of these systems which could potentially make them
more economical. One minor comment is that the example of fitting through existing OR door frames that is stated in the
response letter (R2.3) is strong and should be in the introduction. Limiting the need to retrofit operating rooms or
infrastructure is a major selling point for these humanoid systems. 
• The new text in the manuscript that discusses sterility is good and I think essential when discussing the feasibility of
humanoids in the OR. 
• Responses to the feedback on the latency, error analysis, workspace visualization, RCM calibration, etc. are sufficient and
the paper is much clearer now in these areas. 
Some remaining concerns: 
• R2.6 – No additional analysis was added, the response just indicates how the FLS score was normalized, and some
additional statistics were included on the same metrics (time, weighted error). I still feel that additional metrics could be
derived from this data to better understand how the humanoid vs. dVRK vs. manual performance gap truly materializes. 
• R2.7 – The manuscript would benefit from more explicitly labelling the number of users in each part of the study (n = 12,
n=9 in the captions where relevant). Without this, and without the now added sentence that states 9 users did the FLS peg
transfer task, it is easy to assume that all 12 users did all the tasks. I think it is a key detail that the sample size changed and
that the user groups are not the same from o-ring to FLS peg transfer task. I’m also not sure that grouping these results in
Table 1 is the best way to present them given the cohort differences for each category. 
• R2.8 – It’s good to split the responses into who did which task in Table 3 and I understand this is a subjective assessment
of the in vivo feasibility study. However, it’s clearer now that these results are entirely dependent on one user’s opinion in
some categories. I think that’s okay for clinical feasibility, but it underscores why the bench top analysis should be stronger. 
• R2.11 – The comment about the harness as a safety precaution should be in the paper, not just the response letter. 
• R2.13 – Deciding to omit the frustration, temporal demand and effort in a conventional NASA TLX survey is still unclear to
me. I understand that the intention was not to do a full workload assessment, but this would have helped to better understand
the differences between this system and conventional robots or manual laparoscopic tools. 
• R2.14 - The discussion and response with respect to the large radial error and its impact on the system performance is
currently insufficient in the paper. The description of why this gap arises in 2.1.2 (extended kinematic chain - resulting in
discrepancies between commanded and executed motion & ArUco marker-based RCM localization error) is not detailed
enough. I would like to see a more explicit description why this error is so high and how it impacts the overall system. An
estimate or assessment of what can be attributed to the ArUco marker-based RCM localization error would help too. Given
this seems to be one of the biggest technical limitations of the system now, it should also be explicitly addressed in the
discussion when summarizing the performance gaps. Further, the closed-loop visual feedback compensation (described in
the response letter) is not mentioned anywhere in the paper. If this was feedback from the users, it should be included. 
• R2.27 – Thank you for the response. 12 and then 9 users, only 2 of which are surgeons, still does not feel like a sufficient
cohort. The inconsistency with the user groups between tasks is also a limitation. The new statistics (confidence interval,



effect size, etc.) don’t seem to really strengthen many of these results either. This statement “In the surgeon group,
performance is generally more accurate and consistent across all platforms; surgeons are fastest on the dVRK, achieve their
lowest error on the humanoid, and exhibit a similar timing trend as novices.” - only has 2 data points supporting it.
Furthermore, most of the confidence intervals for the o-ring transfer task and FLS peg transfer cross zero, some with very
wide intervals which points to high uncertainty. 
• It appears that there are only 3 significant claims from the dry lab evaluation (below - taken directly from the text): 
1. The humanoid platform yields error levels comparable to the dVRK (5.49 ± 3.35), with no significant difference in weighted
error between humanoid and dVRK operation (∆ = 0.49, 95% CI [−1.38, 2.36], p = 0.575). 
2. Completion times differ significantly across platforms: the dVRK is faster than manual operation (∆ = −30.06 s, 95% CI
[−49.35, −10.77], p = 0.006, dz = 0.99), while the humanoid platform requires longer completion times than the dVRK (∆ =
43.86 s, 95% CI [27.87, 59.85], p < 0.001, dz = 1.74). 
3. Paired comparisons indicate that the da Vinci platform significantly outperforms both the humanoid and manual conditions
in completion time and balanced FLS score (Table 1 E). 
• These significant conclusions are contradictory between tasks which makes it difficult to draw conclusions. In the o-ring
transfer task the significant finding is that there is no real difference between the dVRK and the humanoid, but for the FLS
peg transfer task – the dVRK is significantly better. The timing differences are also inconsistent – in Figure 3 B(ii) it seems
the humanoid is the slowest for o-ring (significantly), but falls in the middle for FLS peg transfer (Figure 3 Cii). Given the
limited sample size, and the difference in cohorts and experience levels – I don’t think these results support meaningful or
rigorous conclusions. 

Referee #3 

(Remarks to the Author) 
I co-reviewed this manuscript with one of the reviewers who provided the listed reports. 

(Remarks on code availability) 
I co-reviewed this manuscript with one of the reviewers who provided the listed reports. 

Version 2: 

Reviewer comments: 

Referee #1 

(Remarks to the Author) 
no further comments. 

Referee #2 

(Remarks to the Author) 
We appreciate the authors response letter and efforts to improve their submission. In the revised manuscript, the following
changes were made which have substantially strengthened the work: 
• Several additional experienced users were added. Task 1 evaluation now consists of n = 18 users (12 novices and 6
surgeons – previously only 12 users), and Task 2 now has n = 13 users (8 junior and 5 senior surgeons – previously only 9
users). 
• Additional evaluation metrics were also included for the dry-lab evaluation studies (peg drops, collisions, failed pick-ups,
etc.) that further underscore the study findings. 
• The summary tables for task 1 and 2 have been clearly separated to better distinguish the results and different task cohorts.
• The tables for tasks 1 and 2 were separated. This now highlights that the dVRK was used for task 1 whereas the da Vinci
Xi system was used for task 2. 
• The significance claims in the paper have now been clarified and the potential contribution of the performance gap
between the dVRK and the da Vinci Xi as robotic benchmarks are also discussed. 
The authors adequately addressed all the comments and the manuscripts is now ready to publish. 
Minor remaining comment: Be sure to define the error bars in the legend for Figure 3. 
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Response to Referees 

We thank the referees for their in-depth and critical assessment of our work.  The enthusiasm for the paper is  
appreciated and we have done our best to address the referees’ comments point  by point in the following  text. 

Referee 1 [R1] 

R1.1 
Provide a clearer ---> tool-tip error sources including extended kinematic chain effects, RCM calibration, latency, 
joint compliance/backlash, tracker error. 

Reply:​
We thank the referee for this helpful comment. In the Motion accuracy evaluation section, we added more detailed 
discussion on the tool-tip error including extended kinematic chain measurement issues, RCM calibration 
procedure and inaccuracy . We also added a quantitative latency characterization and discussion of how these 
factors contribute to discrepancies between commanded and executed tool motion. 

These additions appear in the revised manuscript page 5, 6. 

 

 

 



 

R1.2 
Expand description of RCM calibration, drift handling, and enforced safety constraints. 

Reply:​
We appreciate this insightful comment. In the Live porcine surgery section, we have extended explanations on the 
RCM calibration procedures during the operation. RCM drift handling and safety constraints are now further 
discussed, including necessary recalibration when large drifts happen and a temporal filter implemented to prevent 
unsafe disturbances. The total recalibration time is reported in Table 2.  

These additions appear in the revised manuscript page 14, 15, 16. 

 

 



 

R1.3 
Clarify in-vivo procedural protocol (team roles especially that surgeon was assisting mostly, pause/recalibration 
criteria, thresholds to convert, sterile workflow, instrument exchange details). 

Reply:​
We thank the referee for pointing this out. Team roles details are now added. Pause/recalibration criteria, and 
instrument exchange details are further discussed in the Live porcine surgery section (see also R1.2). We also 
included sterile workflow during the procedure as well as the limitation discussion. Additionally, we added 
clarification that the procedures were completed without conversion to conventional laparoscopy or open surgery. 

These additions appear in the revised manuscript page 15, 20. 

 

 

 



R1.4 
Report latency characterization (mean and variance) and relate to performance observations. 

Reply:​
We agree latency characterization is important for the proposed system. The latency measurement details and 
quantitative results have been  included in the Motion accuracy evaluation section (see also R1.1). In the Dry lab 
evaluation of the framework we have discussed that the performance aligned well with the benchtop experiments 
results. 

These additions appear in the revised manuscript page 6, 10, 11. 

 

R1.5 
Justify statistical test selection and state distribution assumptions. 

Reply:​
We appreciate the referee for pointing this out, and we agree more statistical analysis is necessary for evaluating 
the performance. In the revised manuscript, we included paired t-test and Wilcoxon signed-rank test in table 1, 
decided by normal distribution checks.  

These additions appear in the revised manuscript page 13, table 1. 



 



 

 

R1.6 
Include effect sizes and confidence intervals, not only p-values. 

Reply:​
We acknowledge this limitation. In addition to the statistical test selection and state distribution assumptions, we 
also added effect sizes and confidence intervals in the table 1 (see also R1.5) 

R1.7 
Clarify normalization methods used in FLS scoring and whether they introduce bias. 

Reply:​
This is a helpful observation.  In the revised manuscript, we have  further clarified that the total time open exceeds 
the 300 s limit for platforms including humanoid and manual operation, which would result in a negative FLS score, 
and create an imbalance between how much time and errors contribute to the scores. The normalization is used to 
scale the score into 0-100 with interpretable overall performance.  

These adjustments appear in the revised manuscript page 9, 10. 



 

R1.8 
The manuscript would benefit from clearer positioning relative to prior work in teleoperated laparoscopy, RCM 
control methodologies, and humanoid medical teleoperation studies. Explicit comparative discussion is needed to 
avoid overstating novelty or implying parity with mature surgical robotic systems. 

Reply:​
We acknowledge that this is an important consideration. In the introduction, we have added references of prior 
works in teleoperated laparoscopy and RCM control, and compared them with the proposed system to better 
highlight our contributions. We have also referred to the recent Surgie study that performs dexterous medical tasks 
under controlled conditions.  

These adjustments can be found in the revised manuscript page 2, 3. 



 

R1.9 
The manuscript is generally readable but the abstract and introduction are somewhat broad. Market and funding 
context can be reduced in favor of earlier emphasis on the surgical evaluation question and success criteria. The 
conclusion should align more closely with demonstrated feasibility rather than extend toward clinical readiness or 
system superiority claims. 

Reply:​
We appreciate the referee’s suggestion. To address this point, we reduced the discussion on the market and funding 
related context in the Abstract and Introduction, and put earlier emphasis on the surgical evaluation of humanoids.  
In the Discussion section, we further clarified the key limitations of the current system, and distinguished 
feasibility and potential improvements in the future. 

These adjustments can be found on page 1, 2, 20, 21 

                         



 

 

 



 

R1.10 
The manuscript should position its contribution more explicitly relative to prior teleoperated lap robotics literature 
and existing humanoid medical task teleoperation studies. Claims of being 'first' should be precisely scoped and 
supported with appropriate references to avoid overstating novelty. 

Reply:​
We appreciate this recommendation. As the referee suggested in R1.8, we included references of previous literature 
in teleoperated robotic laparoscopy, and we referred to the most recent Surgie study that conducted non-surgical 
teleoperation tasks.  To best scope the novelty of our work, we further clarified in the revised manuscript that it’s 
the first humanoid-based  in-vivo porcine study.  

These changes appear on page 3. 

 

R1.11 
Claims regarding reduced congestion, preserved sightlines, improved team communication, or “free console setup” 
are speculative and unsupported by objective ergonomic or workflow metrics. The manuscript should more clearly 
separate feasibility (demonstrated) from clinical readiness (not demonstrated). 

Reply:​
We agree that additional clarification is needed. As the referee suggested in R1.9, in the discussion section we 
separated the system’s feasibility and clinical readiness. Claims such as reduced congestion, preserved sightlines, 
improved team communication are further clarified as potentials once the system becomes clinically ready in the 
future.  

These adjustments  can be found on page 21. 



 

Referee 2 [R2] 

R2.1 
My biggest concern is about the motivation for the chosen deployment of the humanoid. The introduction describes 
how humanoids inherently fit environments designed to accommodate the human form-factor which I agree with, 
however, the motivation for replacing the patient side manipulators in the teleoperation chain with the humanoid is 
unclear to me. The paper states: “Laparoscopy is chosen as a representative benchmark due to its widespread 
clinical adoption and the availability of established robotic systems such as Intuitive’s da Vinci Surgical System.” - 
but purpose-built systems like the da Vinci can accommodate minimally invasive surgery very well and are not 
impeded by the limited mobility of the base. Additionally, Intuitive has achieved widespread adoption in clinical 
centers despite some of the limitations pointed out like storage demands, capital costs, etc. 

Reply:​
We appreciate the referee's comments and have worked  to have clearer motivation in the examination of 
humanoids.  As also pointed out by referee 1 in R1.9, we have further clarified the distinction between 
demonstrated feasibility and clinical readiness in the revised manuscript. In the introduction, we also 
acknowledged  the exceptional performance and widespread adoption of specialized surgical robots. Additionally, 
this study is an exploration of humanoids’ potential in surgical applications, which does not aim to replace the 
current surgical robotic systems.  

While we acknowledge the existing performance gap, current purpose-built systems still face limitations. Recent 
studies note that robot-assisted surgery often requires operating rooms larger than those originally designed for 
manual procedures, which remains the case in most clinical settings. This clarification and references are included 
in the introduction section.  

These changes can be found on page 3 



 

R2.2 
Related to my previous point, in the introduction there are some mentions of other potential use cases for 
humanoid robots. I recommend additional discussion about how the work presented in this manuscript may 
support these other use-cases where a humanoid form-factor may be more explicitly beneficial. 

Reply:​
This is an insightful comment. In the introduction, we have  added more potential use cases discussion with the 
corresponding references,  

These changes can be found on page 3. 

 

R2.3 
Much of the discussion and motivation is centered around cost, and smaller physical footprint of the humanoid 
compared to a conventional fixed-based robot. While I agree that the footprint of one humanoid is smaller than the 
da Vinci, if you had 2 humanoids in place like you do in the supplemental videos to accommodate 3 laparoscopic 
instruments, I think the footprint comparison becomes weak. In fact, in many procedures it is common to have 4 – 5 
ports, which would require up to 3 humanoids at which point, I would guess the footprint and storage demands are 
not significantly different. 

Reply: 

We acknowledge that this is an important consideration. As discussed in R2.1, the mobility and setup of current 
purpose-built surgical robots still present practical limitations and impose greater requirements on operating 
room (OR) size and layout.  Beyond footprint within the OR itself, deployment logistics can also pose challenges. 
For example, many operating rooms—particularly in older hospitals or outpatient surgical centers—may not 



accommodate large robotic systems such as the da Vinci through standard doorways. In such scenarios, the smaller 
footprint and inherent mobility of humanoid platforms may offer practical advantages for deployment.  

R2.4 
I would like to see an improved discussion of the actual costs of the humanoid robot in comparison to the da Vinci 
patient side manipulator. The sentence: “Economic constraints are a major barrier to broader robotic adoption, as 
high acquisition costs, ongoing maintenance contracts, proprietary consumables, and extensive training 
requirements have confined robotic surgery largely to well-resourced tertiary medical center” implies that the 
humanoid will require less acquisition costs, maintenance, fewer consumables, and less training. However, the 
current system still needs wristed laparoscopic tools and, in the teleoperation mode, as shown here, would 
probably require the same amount of training. Surgical robot costs exceed manufacturing costs of the hardware 
manyfold due to regulatory, liability, marketing, and profit overhead, so directly comparing to commercial 
humanoid sales is unfair. Furthermore, is there reason to believe the maintenance of a humanoid would be different 
than that of a fixed-based system? More evidence is necessary to justify these claims in the discussion. 

Reply:​
We appreciate this suggestion and agree that direct price comparisons between humanoids and established 
surgical robotic systems may be inappropriate given their different levels of market maturity and regulatory 
development. Accordingly, we have reduced the emphasis on direct price comparisons in the revised manuscript. 
Nevertheless, humanoid platforms may offer potential advantages in addressing economic constraints due to their 
versatility and multi-purpose capabilities, as discussed in R2.3. Unlike purpose-built surgical robots designed for 
specific procedures, humanoids may support a broader range of clinical tasks and manipulate conventional 
non-robotic instruments without requiring specialized tooling. Their mobility and general-purpose manipulation 
capabilities may also enable assistance with setup, instrument exchange, or other perioperative tasks. While these 
possibilities remain speculative, they highlight potential advantages of general-purpose humanoid platforms 
beyond single-task surgical automation. 

These clarifications can be found on page 3 

 

 



R2.5 
I recommend changing the title to emphasize the key role of teleoperation in this study. The current title 
“Humanoid Robots in Surgery: First In-vivo Feasibility Study”, does not make it clear to the reader that the 
humanoid is teleoperated. 

Reply:​
We appreciate this recommendation. In the revised manuscript, we have clarified that the system is teleoperated by 
positioning this work explicitly as a teleoperated feasibility study and by expanding comparisons with prior 
teleoperated laparoscopy research (see also R1.8). In addition, we have emphasized the role of teleoperation in 
both the Abstract and Introduction to ensure this aspect is clear to readers. 

R2.6 
User study: The balanced FLS score is interesting but I would have liked to see some comparison in task 
performance using the conventional criteria from the FLS program 
(https://cpd.partners.org/sites/default/files/manual_skills_guidelines[1].pdf) which penalizes based on the pegs 
falling out of the field of view. If not, then perhaps a better explanation as to why a unique FLS metric was derived 
for this study. There are also some nice review papers that analyze different data-driven quantitative metrics for 
evaluating performance in robot-assisted laparoscopy (ie. 
https://link.springer.com/article/10.1007/s00464-021-08792-5). Given the variability in the results with just FLS 
score, weighted error, and time, I would be interested if some more analysis could be done with these validated 
metrics to better understand the gaps between manual, daVinci, and humanoid. 

Reply:​
This is a helpful suggestion, which was also raised by Referee 1 (R1.7). To address this comment, we clarified that 
the conventional FLS scoring formulation may produce negative or otherwise unbalanced scores in our 
experimental setting. The normalized score used in this study assigns equal weights (0.5) to completion time and 
errors, providing a more interpretable scale for performance comparison while ensuring balanced contributions 
from both factors (see also R1.7). 

R2.7 
In table 1, it is unclear why the group distinction (surgeons versus novices) is only provided for the o-ring transfer 
task. 

Reply:​
We appreciate this helpful observation. The participants' information was unintentionally omitted during the 
preparation of the initial manuscript. We have now added the participants’ background for the FLS task in the 
revised version. 

These changes can be found on page 9 



 

R2.8 
The user experience and system performance evaluation is also a bit confusing. My understanding is that the four 
survey participants were attending surgeons, clinical fellows and residents that were present during the in-vivo 
studies. Although each of these users were present, I would assume that they didn’t each complete every task that 
was assessed (ie. setup and docking, operating from the surgeon’s console, tool insertion). If there was systematic 
assessment of each of these, the description should be explained in more detail, if not, I think the metrics of the 
user who actually completed each part of the workflow should be separated as that would be more representative 
(i.e. I want to see the distinct survey results about port placement from the user who consistently helped with port 
placement). 

Reply:​
This is a very insightful suggestion from the referee. We acknowledge that separating the users’ response based on 
their roles can present more informative metrics. To address this, we have clarified participants’ roles and 
corresponding questions they answered in Table 3. This is also noted in the text.  

These adjustments appear on page 17, 19 

 

 

R2.9 
I also have some major questions about sterility. The da Vinci robot is typically draped apart from the tools. I 
imagine that the humanoid would need similar sterility (or could perhaps be sterilized like a human surgeon) and 
this could potentially block some of the sensors that enable the current motion and stability. Has any analysis been 
done to this effect? If not, maybe commenting on this and the potential challenges towards clinical translation 
would benefit the discussion. 



Reply:​
We thank the referee for pointing out the lack of surgery details such as sterility in the original manuscript. In the 
revised version, we have included the sterility procedure in the study, while acknowledging the current sterility 
challenges in the Discussion section.  Additionally, humanoid systems can scrub in similarly to human operators; 
however, pre- and post-operative handwashing is currently unnecessary because the robot hand module can be 
detached. 

These adjustments appear on page 20 

 

R2.10 
One of the biggest discussion points is the high number of redeployments during the in-vivo studies, characterized 
as instrument repositioning. I imagine this would be comparable to repositioning done by a human during manual 
laparoscopic surgery but some sort of comparison to the manual procedure and how frequently repositioning 
occurs would help with the interpretation of the results. 

Reply: 

We appreciate this comment. The redeployments recorded in our study were primarily system recalibration events 
caused by animal respiration and slight robot base drift, which resulted in dynamic changes of the estimated RCM 
position. We have clarified this process and its classification in the revised manuscript. Brief adjustments and 
camera cleaning events (<1 min) were categorized as micro-pauses and are comparable to routine adjustments 
performed by human assistants during manual laparoscopy. Longer interruptions (>3 min) corresponded to full 
system recalibration or physical repositioning of the robot and reflect current system limitations rather than 
procedural requirements. 

These changes can be found on page 15, 17 



  

 

R2.11 
Another question I have is about the harnesses that appear to be holding up the humanoids in the videos. I believe 
one of the biggest concerns with these systems would be the risk associated with a humanoid falling onto the 
patient during the operation if they were to become unstable. More discussion on the necessity of the harnesses 
and the stability of the system would help clarify this. Also, if the system requires a ceiling mounted harness, does 
the workspace argument still hold-up?. 

Reply:​
We apologize for the lack of clarity on the harness. Since the system in this study is still experimental and not 
clinically ready, we used robot harness only as a precautionary safeguard, which is not required for any system 
functionality.  

 

 

R2.12 
The manuscript would benefit from more discussion about the functional dexterity differences between the 
conventional PSM and the humanoid. During the benchtop evaluation, did the users note feeling any major 
differences or limitations? 



Reply:​
Benchtop experiments provide a broad understanding of the humanoid's ability relative to  conventional PSM, 
however we agree with the referee that it does not provide a functional dexterity evaluation specific to a user 
operating. Therefore, we included additional statistical results from our user studies where users performed 
complex surgical tasks hence providing a functional evaluation of the dexterity (see also R1.5). 

R2.13 
In the NASA TLX survey, please consider including the frustration category. It’s unclear why this was omitted. 

Reply:​
We thank the referee for the suggestion. We did not administer the full NASA-TLX survey in these initial in-vivo 
studies. Instead, we used a modified, pilot survey inspired by NASA-TLX to capture the  humanoid system’s 
technical performance, including mental demand, physical demand, motion accuracy, visual feedback quality, and 
overall task performance. Frustration and other standard NASA-TLX categories (e.g., temporal demand, effort) were 
not assessed in this pilot study. Our goal was to evaluate system-specific workflow and operational issues rather 
than perform a comprehensive workload assessment. This clarification has been added in the Dry lab evaluation of 
the framework section. 

The adjustments can be found on page 8 

 

R2.14 
The radial error in the motion precision evaluation of over 10mm is massive and much larger than the allowable 
error in the FLS circular cutting task of 2mm. This needs to be addressed. 

Reply:​
We thank the referee for pointing this out. The relatively large motion error primarily arises from multiple sources, 
including extended kinematic chain measurement inaccuracies and limitations in the current RCM calibration 
procedure (see also R1.1). We acknowledge this as a limitation of the present system. As discussed in the dry-lab 
user study section, although human operators can partially compensate for such inaccuracies through closed-loop 
visual feedback during teleoperation, the observed task performance remains consistent with the benchtop motion 
precision evaluation and typically requires greater user effort and skill. 

The edits appear on page 5, 6, 10, 11 



 

 

R2.15 
Latency needs to be measured and reported and compared to SOTA teleop systems and performance impact 
discussed. 

Reply:​
This is a very helpful observation, which is also pointed out by referee 1 in R1.4. To address this, we have 
characterized the system latency using an external high frame rate camera, which has been included in the 
Benchtop experiments section (see also R1,1). 

R2.16 
Define acronyms like MTM on first occurrence. 

Reply:​
We appreciate the referee for pointing this out. We have defined MTM acronym at the first occurrence in the 
introduction. The adjustment can be found on page 3. 

 

R2.17 
More details should be included about the motion precision evaluation with the Optitrack system (ie. how was the 
tool tip tracked, calibration error, etc.), a photo of the experimental setup would be useful. I wonder if the lever arm 
effect is contributing to the out-of-plane error. Nonetheless, an image that helps convey how the ground truth 
measurement was obtained would help. 

Reply:​
This is a valuable suggestion. To address this concern, we have included more details on the Optitrack system as 
well as a demonstration photo of the experiment setup  in Fig 2 D(i). Additionally, we have further discussed how 
the evaluation was conducted given the tracked trajectories.  

These adjustments appear on page 6, 7. 

 



 

R2.18 
More details on the RCM calibration using the ArUco markers or a reference to a study that defines this process 
should be included. 

Reply:​
We appreciate this suggestion. In this study, the humanoid’s head camera was used to detect ArUco markers to 
estimate the physical position of the ports relative to the robot, a widely used approach for object localization in 
robotics. We have added this clarification in the revised manuscript. 

These updates can be found on page 4, 14 

 

R2.19 
Minor errors: There are some typos through the manuscript (ie. on page 19, mis-spelling in MTM definition, typo in 
figure 2 caption (bencht op), missing capital on pg 21 “ we parameterize”.) 

Reply:​
This is a very helpful observation. We have fixed the mentioned typos in the revised manuscript. 

R2.20 
Figure 1A should be improved to better visualize the MTMs. 



Reply:​
We have revised the figure to improve the visualization of the MTMs. In the updated version, the MTMs are 
highlighted and shown at a larger scale.  

 

R2.21 
Figure 2 (bi and bii) are a bit hard to interpret at first glance, I wonder if an additional side view of the humanoid / 
patient would make it easier to see the hand and instrument workspace 

Reply:​
To address this, we reprocessed the figure from side views with more realistic models.  

 



R2.22 
Workspace analysis: One small comment is that it would be useful to see the da Vinci workspace size as either a 
dashed line or additional bar chart on Figure 2(ci) for quick reference. 

Reply:​
We appreciate the referee for pointing this out. We have included the da Vinci workspace reference in the chart.  

 

R2.23 
Revise this sentence, demonstrate what? “Quantitative assessment of surgical performance demonstrated that 
active console time, in which the surgeon was directly manipulating instruments using the humanoid robot, was 
seen in Table 2.” 

Reply:​
We have adjusted this sentence on page 15 

 

R2.24 
Inconsistent capitalization in the NASA TLX bar chart labels. 

Reply:​
We updated the capitalization in Fig 3 D(i, ii) 



 

R2.25 
Typo “exchange6” on page 18 

Reply:​
The typo has been fixed on page 21. 

R2.26 
The benchtop user studies rely on only 2 expert surgeon users which makes me question if the p-values in the 
surgeon section of table 1 are truly meaningful. Also, there is no standard deviation reported for table 3. More 
information on the surgeon training (i.e. years of practice in robotic and laparoscopic surgery) would be helpful. 

Reply:​
We acknowledge this concern regarding only 2 expert surgeons in the first task, and p-value  may not be 
informative.  Therefore, in the revised manuscript, we removed the p-values for the two surgeons, and additional 
statistical details have been reported in Table 1 (see also R1.5). In the in-vivo study, only four participants 
completed the survey, with one serving as the primary operating surgeon and the others in supporting roles. Due to 
this small sample size, we did not report standard deviations, as they would be statistically unreliable and 
potentially misleading. Instead, we now report the number of responses for each survey category, noting that not 
all participants answered every question. This clarification allows readers to interpret the results in the context of 
participant roles, particularly highlighting that only the primary surgeon provided responses for questions related 
to direct console operation (see also R2.8). 

 



R2.27 
Generally, I’m not confident that the quantitative results from the benchtop user studies are significant given the 
limited number of expert users. The novice group is sufficient, but surgeons trained in both manual and daVinci 
guided laparoscopy will likely have different experiences with the system. I think the study would strongly benefit 
from more surgeon users for the benchtop studies. Conclusions: Do you find that the conclusions and data 
interpretation are robust, valid and reliable? 

Reply:​
We appreciate this observation. To further validate the system with participants with stronger clinical 
backgrounds, we invited seven surgical residents and two medical students for the second task (see also R2.7), as 
clarified on page 9. Additional statistical analyses, including confidence intervals and tests of distributional 
assumptions, have been added to Table 1 (see also R1.5) to provide more interpretable and informative results. 

 

R2.28 
I think there are some points in the conclusions and data interpretation that can be improved as I have commented 
on earlier. In particular, the number of expert surgeon users limits the statistical power of the comparisons to 
manual and dVRK systems. Further, the patterns between benchtop tasks are not distinct, as the authors mention, 
each system appears to have different strengths and weaknesses with the current analysis. I believe that a more 
extensive analysis with validated evaluation metrics from the literature will glean more insight on these 
comparisons. 

Reply: 

This comment is very insightful. As discussed in R2.27, we added more extensive statistical data to the user study 
data, including those from more professional backgrounds. In addition, we have included more data interpretation 
to the observed performance across platforms, while acknowledging that there still exists a gap between the 
developed system and established surgical robots due to commercial maturity and technology refinements.  

These edits appear on page 10, 13. 



 

R2.29 
Lastly, I think the survey results from the in-vivo work require further information (like standard deviations) or 
distinction between each of the participants and their specific role during the experiment. 

Reply: 

We appreciate this comment. As discussed in R2.26, the in-vivo survey included only four participants; therefore, 
standard deviations were not reported, and the number of responses for each survey category and participant roles 
have now been clarified in the revised manuscript (see also R2.8). 

 



Response to Referees 

We thank the referees for their careful assessment of the revised manuscript. Their comments 
provide valuable insights that have greatly helped improve the paper quality.  We appreciate their 
enthusiasm for the work,  and we have done our best to address the referees' remaining concerns 
point by point in the following text. 

Referee 1 [R1] 

No remaining comments to address. 

Referee 2 [R2] 

R2.1 
R2.6 – No additional analysis was added, the response just indicates how the FLS score was 
normalized, and some additional statistics were included on the same metrics (time, weighted 
error). I still feel that additional metrics could be derived from this data to better understand how 
the humanoid vs. dVRK vs. manual performance gap truly materializes. 

Reply: 

We thank the referee for pointing this out. To better reflect performance across platforms with a 
more comprehensive analysis, we revisited the operational data and expanded our evaluation 
metrics to include common errors such as unintentional collisions and failed peg pick-up attempts. 
Furthermore, since we have invited several additional participants to this study, we also report 
group-wise performance summaries to better characterize the effect of expertise level on 
performance. 

These additions appear in the revised manuscript page 10, 15. 

 

 



 



 

 

 

 

 

 

 

 

 

 

 

R2.2 
R2.7 – The manuscript would benefit from more explicitly labelling the number of users in each part 
of the study (n = 12, n=9 in the captions where relevant). Without this, and without the now added 
sentence that states 9 users did the FLS peg transfer task, it is easy to assume that all 12 users did 
all the tasks. I think it is a key detail that the sample size changed and that the user groups are not 
the same from o-ring to FLS peg transfer task. I’m also not sure that grouping these results in Table 
1 is the best way to present them given the cohort differences for each category. 

Reply: 

We thank the referee for raising this concern. We have included the explicit participant numbers 
and their information in the captions of both tasks. And the tables for both tasks have been 
separated for better clarity. 

These additions appear in the revised manuscript page 14, 15. 



 



 



 

 

 

 

 

 

R2.3 
R2.8 – It’s good to split the responses into who did which task in Table 3 and I understand this is a 
subjective assessment of the in vivo feasibility study. However, it’s clearer now that these results are 
entirely dependent on one user’s opinion in some categories. I think that’s okay for clinical 
feasibility, but it underscores why the bench top analysis should be stronger. 

Reply: 

Thank you for the comment. We agree that the subjective nature of certain assessments reflects 
reliance on individual surgeon judgment. Early studies of the surgical robotic system primarily 
established feasibility and safety through in vivo clinical deployment without extensive benchtop 
evaluation (e.g  https://www.nature.com/articles/35096636, 
https://pmc.ncbi.nlm.nih.gov/articles/PMC1422462/), in part due to inherently 
operator-dependent and heterogeneous nature of surgical practice. While benchtop analysis 
enables controlled comparisons, it may not fully capture the variability and contextual factors 
present in clinical settings. Ultimately, the adoption of such systems depends on surgeons’ 
assessment of safety, usability, and potential clinical benefit within their existing workflows. 
Accordingly, we place great emphasis on clinical feasibility as a key indicator of real-world 
applicability. 

 

 

R2.4 
R2.11 – The comment about the harness as a safety precaution should be in the paper, not just the 
response letter. 

Reply: 

https://www.nature.com/articles/35096636
https://pmc.ncbi.nlm.nih.gov/articles/PMC1422462/


We appreciate this comment. We have added the clarification for harness usage in the manuscript. 

The adjustment can be found in the revised manuscript page 17. 

 

 

R2.5 
R2.13 – Deciding to omit the frustration, temporal demand and effort in a conventional NASA TLX 
survey is still unclear to me. I understand that the intention was not to do a full workload 
assessment, but this would have helped to better understand the differences between this system 
and conventional robots or manual laparoscopic tools. 

Reply: 

We agree that a task-oriented assessment is helpful for understanding system performance. 
Therefore, We have added a full TLX workload assessment alongside the system evaluation, and 
asked the five senior surgeons invited during this revision to complete it. The results align well with 
quantitative performance evaluation.  

The adjustment can be found in the revised manuscript page 16 

 

 

 



 

R2.6 
R2.14 - The discussion and response with respect to the large radial error and its impact on the 
system performance is currently insufficient in the paper. The description of why this gap arises in 
2.1.2 (extended kinematic chain - resulting in discrepancies between commanded and executed 
motion & ArUco marker-based RCM localization error) is not detailed enough. I would like to see a 
more explicit description why this error is so high and how it impacts the overall system. An 
estimate or assessment of what can be attributed to the ArUco marker-based RCM localization error 
would help too. Given this seems to be one of the biggest technical limitations of the system now, it 
should also be explicitly addressed in the discussion when summarizing the performance gaps. 
Further, the closed-loop visual feedback compensation (described in the response letter) is not 
mentioned anywhere in the paper. If this was feedback from the users, it should be included. 

Reply: 

We acknowledge this limitation. In the revised manuscript, we have added a more detailed 
discussion of the root causes of the command–execution errors, including a kinematic analysis and 
an improved visualization of the kinematic chain in the system figure. We have also incorporated 
this limitation into the summary. In addition, the feedback quality from the response letter refers to 
the perceived responsiveness from the system, which is caused by the system latency. This is further 
clarified in the user study section. 

The adjustment can be found in the revised manuscript page 4, 6, 7, 12, 24 

 

 



 

 

 

 

 

 

 

R2.7 
R2.27 – Thank you for the response. 12 and then 9 users, only 2 of which are surgeons, still does not 
feel like a sufficient cohort. The inconsistency with the user groups between tasks is also a 
limitation. The new statistics (confidence interval, effect size, etc.) don’t seem to really strengthen 



many of these results either. This statement “In the surgeon group, performance is generally more 
accurate and consistent across all platforms; surgeons are fastest on the dVRK, achieve their lowest 
error on the humanoid, and exhibit a similar timing trend as novices.” - only has 2 data points 
supporting it. Furthermore, most of the confidence intervals for the o-ring transfer task and FLS peg 
transfer cross zero, some with very wide intervals which points to high uncertainty. 

Reply: 

We acknowledge the limitation in participant numbers. To address this, we invited several 
additional surgeons to participate in both tasks. As a result, the group was expanded to n=18 (12 
novices, 6 surgeons) for the first task and n=13 (8 junior surgeons, 5 senior surgeons) for the 
second task, accompanied by a more comprehensive performance analysis (see also R2.2). The 
reported results demonstrate more robustness and reliability. 

 

The adjustment can be found in the revised manuscript page 14, 15 

 

 

 

R2.8 
It appears that there are only 3 significant claims from the dry lab evaluation (below - taken directly 
from the text): 

1. The humanoid platform yields error levels comparable to the dVRK (5.49 ± 3.35), with no 
significant difference in weighted error between humanoid and dVRK operation (∆ = 0.49, 95% CI 
[−1.38, 2.36], p = 0.575). 

2. Completion times differ significantly across platforms: the dVRK is faster than manual operation 
(∆ = −30.06 s, 95% CI [−49.35, −10.77], p = 0.006, dz = 0.99), while the humanoid platform requires 
longer completion times than the dVRK (∆ = 43.86 s, 95% CI [27.87, 59.85], p < 0.001, dz = 1.74). 

3. Paired comparisons indicate that the da Vinci platform significantly outperforms both the 
humanoid and manual conditions in completion time and balanced FLS score (Table 1 E). 

These significant conclusions are contradictory between tasks which makes it difficult to draw 
conclusions. In the o-ring transfer task the significant finding is that there is no real difference 
between the dVRK and the humanoid, but for the FLS peg transfer task – the dVRK is significantly 
better. The timing differences are also inconsistent – in Figure 3 B(ii) it seems the humanoid is the 
slowest for o-ring (significantly), but falls in the middle for FLS peg transfer (Figure 3 Cii). Given the 



limited sample size, and the difference in cohorts and experience levels – I don’t think these results 
support meaningful or rigorous conclusions. 

 

Reply: 

Thank you for the comment, and we believe we can clear up any confusion, through greater clarity 
distinguishing the dVRK (used in the first task) and the da Vinci Xi (used in the second task) 
platform. The dVRK platform is the research platform that comprises a modified, first-generation da 
Vinci system, and is used across over 50 research labs around the world working on surgical 
robotics research, whereas the daVinci Xi is a modern, clinically deployed platform. Naturally these 
two system performances will differ and the Xi will exhibit better performance due to the platform’s 
maturity. To reduce potential confusion, we have added explicit labeling of the da Vinci Xi in the 
updated performance analysis table (see also R2.2). In addition to clarifying the performance 
presentation, we have expanded the discussion to highlight how the greater maturity of the da Vinci 
Xi may contribute to the observed performance gap relative to the dVRK used in the first task. 
Furthermore, following the referee’s suggestion to include more participants, the results yield 
clearer and more robust conclusions (see also R2.2). 

The adjustment can be found in the revised manuscript page xxx 

 



 

 

​
 



Response to the remaining issues raised by referees 

We thank the referees for their careful assessment of the revised manuscript.  We 

appreciate their enthusiasm for the work, and we have made the following adjustments 

to address the referees' remaining concerns point by point. 

Referee 1 [R1] 

No remaining comments to address. 

Referee 2 [R2] 

Minor remaining comment: Be sure to define the error bars in the legend for Figure 3. 

Adjustment: 

We thank the referee for pointing this out. We have added definitions for the error bars 

for Figure 3. This change can be found in the legend for Figure 3. 
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